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Abstract—As we are moving from networked “Things” towards the Internet of Things (IoT), new security requirements
arise. Access control in this new environment is a burgeoning
and challenging problem. On the one hand, an access control
system should be generic enough to cover the requirements
of all the new exciting applications that become pervasive
with the IoT. On the other hand, an access control system
should be lightweight and easily implementable, considering
at the same time the restrictions that Things impose. In this
paper, we develop an access control system which enables
offloading of complex access control decisions to third, trusted
parties. Our system provides Thing authentication without
public keys and establishes a shared symmetric encryption
key that can be used to secure the communication between
authorized users and Things. Our design imposes minimal
overhead and it is based on a simple communication protocol.
The resulting system is secure, enhances end-user privacy and
the architecture facilitates the creation of new applications.

I. I NTRODUCTION
Nowadays, “smart” Things have become an integral component of many systems. Industrial production, health services, traffic monitoring, and many other fields have been
greatly improved by the widespread adoption of sensors,
actuators, embedded systems, identification technologies,
and mobile devices. With the pervasiveness of and advances
in networking technologies and the mass production of
smart(er) Things, we are on the verge of moving from
vertical application silos towards an Internet of Things
(IoT). The IoT will enable the creation of general purpose
applications that will harvest the full potential of the unique
features of smart Things.
This vision of the IoT raises significant security and
privacy concerns. With applications impacting not only the
virtual world, but now directly the real world, concerns are
pervasive and justified. Things can be intrusive, have access
to sensitive information, can be easily tampered with and at
the same time Things might not have enough computational,
storage, or energy capacity, and in general might have
significant limitations.
In this paper we discuss the problem of access control
for the IoT. Access control is an essential component of
many applications since it prevents unauthorized access to
information (and/or activation). Access control is expected

to become even more critical in the IoT, but at the same
time even more challenging. Access control in the IoT poses
some unique requirements. The devices in which protected
resources are stored (i.e., the Things), are usually small
devices with limited storage capacity, power, and processing
capabilities, in order to be inexpensive. In many cases Things
are “exposed” to tampering, whereas in many application
scenarios, after Things are deployed, it is not easy to access
them remotely. Things usually are not able to perform
“heavy” tasks, such as complex cryptographic operations.
Storing user credentials or any other sensitive information
in a Thing is undesirable both from a security and a storage
overhead perspective. Moreover, users are not expected to be
willing to share sensitive information with a Thing (such as
credentials or information about their role in a company),
even if this information is required by an access control
mechanism.
In this paper we propose an access control system that
overcomes these challenges. In a nutshell, our system secures resources provided by Things by using “pointers” to
access control policies. Access control policies are stored in
trusted third parties, referred to as Access Control Providers
(ACPs). ACPs are responsible for evaluating users against an
access control policy and communicate the outcome of this
evaluation back to the Thing. We design a secure, generic
and lightweight communication protocol, which preserves
user privacy and facilitates application development. The
work reported in this paper extends our previous work
published in [1][2] by adapting it in the context of the IoT. In
particular, our previous work assumes a secure communication channel between a client and a server (the Thing in this
paper). This channel, which is implemented using public-key
cryptography, assures end-point identification, as well as, the
integrity and the confidentiality of the exchanged messages.
But, when it comes to the IoT, such a communication
channel cannot be trivially constructed, therefore it cannot
be simply “assumed” by an access control solution. The
system proposed in this paper provides Thing authentication
without public keys, and enables the establishment of a
shared symmetric encryption key which can be used to
secure the communication between authorized users and
Things. Moreover, in this paper a simpler communication

protocol is used, that requires less storage and computation
overhead.
The remainder of this paper is organized as follows. In
Section II we discuss related work in the area. In Section III
we present the design of our system and in Section IV
we evaluate it. In Section V we discuss some details of
our system, a possibly extension, as well as, our system’s
business perspectives. Finally, in Section VI we present our
conclusions and plans for future work.
II. R ELATED WORK
DCAF [3] (Delegated CoAP Authentication and Authorization Framework) is an IETF Internet Draft with
very similar goals. DCAF defines a protocol for delegating client authentication and authorization in constrained
environments. A Thing can use this protocol to delegate
authentication of clients and management of authorization
information to a trusted, more powerful, Server Authorization Manager (SAM). A SAM authenticates clients and
creates symmetric encryption keys which are then delivered
both to (authorized) clients and to Things. These keys are
used for establishing a Datagram Transport Layer Security
(DTLS) channel between the client and the Thing. In DCAF,
a Thing and a SAM should belong to the same administrative
domain, they should share a secret, they should have loosely
synchronized clocks, and there should always be a communication channel between them. In our solution, ACPs (which
implement functions similar to SAMs) can be independent
entities, they do not have to be synchronized with the Things,
neither do they have to communicate directly with them. As
a matter of fact, in our system an ACP does not have to know
that it performs a user authentication and authorization on
behalf of a Thing. In DCAF when a user requests authentication and authorization from a SAM, he should include in his
request the resource in which he is interested. In our system,
users include in their authentication/authorization messages
a Thing identifier, therefore, an ACP learns less fine grained
information about the user.
A common method for implementing an access control
system is by defining the roles (or attributes) that a user
should have in order to access a resource. This method
is commonly referred to as Role-Based Access Control
(RBAC) [4] (or Attribute Based Access Control (ABAC)
when attributes are used instead of roles [5]). RBAC has
been explored in the context of the IoT (e.g., in [6]). In
this context, access control policies are defined directly in a
Thing, or in a centralized gateway which acts as an interface
to Things. User authentication is performed either by storing
user credentials in the Thing/gateway or by using a federated
identity system, such as OAuth [7] (e.g., as used in [8])
or OpenID [9] (e.g., as described in [10]). Storing access
control policies in Things (or even in gateways) has many
scalability and security issues: policy management becomes

difficult, the access control system cannot be easily reused by diverse applications, support for users belonging
to different administrative domains is hard, and user privacy
can be jeopardized.
Another approach for implementing access control is by
using the so-called capabilities tokens. A capabilities token
defines the operations that a user is authorized to perform
over an object. Capabilities tokens are issued and digitally
signed by a third trusted entity. Capabilities-based access
control (CBAC) has been studied in the context of the IoT
by many research efforts (e.g., [11], [12], [13]). CBAC is
more lightweight, more scalable and more secure compared
to RBAC/ABAC. Our solution resembles to a CBAC system,
however, it has a key difference: in our system the trusted
party that authenticates users decides if they abide by an
access control policy and responds with (roughly) a ’yes’
or ’no,’ rather than authenticating the users and responding
with their capabilities. With our system Things do not have
to be able to interpret complex token formats. Moreover, in
our system trusted parties do not have to be aware of the
services a user wants to access (in contrast to CBAC where
the trusted party needs to know what a user wants to access
in order to create the appropriate capabilities token).
Our work defines its own protocol for establishing a
shared symmetric encryption key. Other similar protocols
(e.g., [14] and its improvements) could be used instead (with
some modifications). The main difference of our protocol
compared to existing work is that it allows the Thing to
calculate the shared symmetric key by itself, whereas in most
of the existing protocols the symmetric key is transmitted
encrypted by the other communicating party. This property
requires simpler operations (hashing vs. decryption) and
fewer messages.
III. S YSTEM DESIGN
A. System entities
Our system considers the following entities: Things, resource owners, resource clients, and access control providers
(ACPs). The goal of a resource owner is to provide a
resource only to authorized clients, using a Thing. Access
to a resource is regulated by an access control policy. Each
access control policy is stored in an ACP and maps the identity of a client to a Boolean output (true, false). Therefore,
clients should have some form of business relationship with
the ACP. When the output of an access control policy is
true, the client is considered authorized. Ideally, an access
control policy should not be Thing/resource specific, e.g., an
access control policy may output “true” for any customer
of a particular company, this way access control policies
become re-usable.
Although by design ACPs and resource owners are two
distinct entities, in reality there can be cases where these
roles are held by the same real world entity.

B. Design Goals
Our system design is driven by the following goals:
• The designed system should not rely on client sensitive
information stored in a Thing. Storing such information
in a Thing introduces security and privacy risks, as
well as, management overhead (e.g., consider a scenario
where a resource is offered by hundreds of Things).
• The Thing part of our system should be lightweight
and should introduce as little overhead as possible.
The designed system should not require from Things
to implement computationally intensive tasks (e.g., use
public-key based encryption).
• End-user privacy should be protected. Clients should
not have to reveal any sensitive information to Things.
• The designed system should be easily manageable:
policy modifications and user addition/removal should
involve as little interaction with the Things as possible.
• The designed system should be generic and not designed with the requirements of a specific application
in mind–or even of a specific application domain (silo).
C. System setup
Our system assumes an out-of-band and secured setup
phase. During this phase each ACP generates and securely
stores a Master Secret Key (MSK). In addition, access control policies are created and stored in ACPs. For each policy
a Uniform Resource Identifier (URI) is generated. These
URIs are of the form “ACP location/access control policy
name”. A policy URI, henceforth denoted as U RIpolicy , may
be used by many resource owners: a resource owner does
not have to be aware of the rules and the implementation
details of an access control policy; the only information
that a resource owner needs in order to protect a resource
is a U RIpolicy . Every resource owner that wants to use a
policy to protect a resource stored in a Thing identified by
IDT hing , issues a secret key request to the appropriate ACP.
The ACP verifies that the resource owner is allowed to issue
a secret key request for that particular Thing identifier (see
Section V-A for a discussion on that) and uses a secure
HMAC and the MSK to calculate a secret key as follows:
SKacp,T hing = HM ACM SK (IDT hing )

(1)

The calculated SK is then securely delivered to the resource
owner.
Each resource owner configures Things with the appropriate U RIpolicy and SKacp,T hing . For this reason, each
Thing maintains an Access Table that contains tuples of the
form [Resouce, P olicy, SK], where Resource is the name
of the protected resource, Policy is the URI of the policy that
protects the resource, and SK is the secret key that has been
generated by the ACP and installed by the resource owner
during the setup phase. Moreover, resource owners configure
client software with a mechanism that detects legitimate

Thing identifiers (e.g., with a list of valid Identifiers, with a
prefix that a Thing identifier should have, etc.).
Finally, each client receives from the ACP(s) with which
he has business relationship a unique, public, identifier. The
semantics of this identifier, henceforth denoted as IDclient ,
are ACP specific. This identifier should be treated by a 3rd
party (including Things) as an arbitrary number.
Figure 1 illustrates the system setup phase (ACP’s MSK
generation is omitted). In the illustrated example an access
control policy (Policy1) is installed in an ACP (A1) and a
resource owner learns the URI of that policy (U RIpolicy1 ).
Then, the resource owner requests a secret key for a Thing
(T1) from A1, A1 generates this key by using its MSK
(M SKA1 ), and sends it back to the resource owner. Finally,
the resource owner configures T1 with a resource (R1), the
corresponding policy URI, and the appropriate secret key
(i.e.,U RIpolicy1 , HM ACM SKA1 (T 1)). The Access Table of
T1 is modified accordingly. It should be noted here that this
phase takes place out-of-band and all operations are secured.
D. Unauthorized request
A client wishing to access a resource stored in a
IDT hing , initially sends an unauthorized request. The client
learns the IDT hing either by having it pre-configured in his
software, or by using a service discovery mechanism. An
unauthorized request is transmitted unprotected and includes
the IDclient . Upon receiving an unauthorized request, a
Thing retrieves U RIpolicy and SKacp,T hing from the Access
Table and generates a token t. A token is a (public) variable
unique among all sessions of that specific Thing.1 Then,
the Thing uses SKacp,T hing and calculates a session key as
follows:
SKsession = HM ACSKacp,T hing (U RIpolicy , t, IDclient )

(2)

All tokens and session keys are stored in a
Token Table that contains tuples of the form
[SessionId, T oken, Expires, Resource, SK],
where
SessionId is an identifier for that session (e.g., client’s IP
address and port), Expires is the expiration time of the
token, Resource is the resource requested by the client, and
SK is the output of equation 2. Finally, the Thing sends the
U RIpolicy and the token back to the client. This message
is also transmitted unprotected
E. Client authentication and authorized request
Upon receiving the Thing’s response, a client sends an
authentication request to the appropriate ACP, which is
found using the U RIpolicy included in the received message.
The semantics of this request, which is transmitted over
a secure communication channel, are ACP specific. This
request must contain the IDT hing , the U RIpolicy , and the
token t, received by the Thing, as well as, the IDclient
included in the unauthorized request.
1 Hence,

it can simply implemented as a counter

Figure 1.

The ACP should authenticate the client, examine if he
abides by the access control policy U RIpolicy , and if he
is the real owner of IDclient . If these conditions hold, the
ACP calculates SKacp,IDT hing using equation (1) and then
calculates:

System setup

Figure 2 illustrates the unauthorized request and the
client authentication phases. In this example, in which it
is assumed that the setup phase depicted in Figure 1 has
taken place, a client (C1) issues an unauthorized request for
the resource R1 provided by T1. Since R1 is protected by
U RIpolicy1 , T1 generates a token (Token1) and calculates
the appropriate session key. Then, it updates the Token
SKclient = HM ACSKacp,IDT hing (U RIpolicy , t, IDclient ) (3) Table accordingly, by using C1’s IP address and port as the
session identifier. As a next step, T1 sends U RIpolicy1 and
The outputs of equations (2) and (3) are equal if the
Token1 back to C1. C1 establishes a secure communication
following conditions hold:
channel with A1 and sends his identification data along with
• The Thing is the legitimate owner of the IDT hing .
T1, Token1, U RIpolicy1 , and C1. Finally, A1 calculates the
• SKacp,T hing
of equation (2) is the same as
appropriate secret key and sends it back to C1.
SKacp,IDT hing of equation (3).
• U RIpolicy and token have not been modified when
IV. E VALUATION
transmitted from the Thing to the client.
A. Implementation
Finally, the ACP securely transmits SKclient to the client.
At the end of this step, the client and the Thing endIn this section we present our proof-of-concept implemenup sharing the same secret key. This key can be used for
tation. As a Thing we used a Nucleo-f401RE development
establishing a secure communication channel, e.g., by using
board. This board uses an ARM Cortex-M4 32-bit CPU
a pre-shared key ciphersuite for Transport Layer Security
with frequency 84MHz, 512KB Flash memory, and 96KB
(TLS) [15], with SKsession , SKclient , being the pre-shared
SRAM. We implemented the Thing part of our system
key and the token the identity hint. During the secure channel
using the RIOT operating system [16]. Messages between
establishment, the Thing must use the Token Table and
the Thing and the client were exchanged using the CoAP
examine whether the token has expired.
protocol [17]. CoAP has been designed and developed to be
When a secure channel has been established, the client
a “lightweight HTTP” so that it can be suitable to operate
sends an authorized request for the desired resource. Upon
in constrained IP networks. The CoAP interaction model is
receiving such a request, the Thing must use the Token
similar to the client/server model of HTTP. A CoAP client
can issue a request message to a server using a method code
Table and examine if the resource associated with the
secure channel is the same as the one requested by the
on a resource, which is identified by a URI scheme. If the
CoAP server is able to serve the request, it responds to the
client. If the latter condition holds, then the Thing responds
requester with a response code and the payload. The CoAP
accordingly. When a transaction is completed, the token and
server, located in the Thing, was implemented using the
the associated record are removed from the Token Table.

Figure 2. Unauthorized request and client authentication. The secret key of the HMAC used for the calculation of SKsession is the value of the
SKacp,T hing column of the corresponding row of the Access Table. Similarly the secret key of the HMAC used by A1 to calculate C1’s secret key is
HM ACM SKA1 .

microcoap library2 . The client part of our application was
implemented as a J2SE application, using the Californium
CoAP framework.3
Our implementation considers single resource per Thing.
Initially a client sends a CoAP POST request for this
resource, including her IDclient in the request body. The
Thing generates a random token using the random number
generator provided by the RIOT OS and sends the appropriate response back to the client. The client communicates
with a web server that emulates the ACP using HTTPs and
receives back a symmetric encryption key. Finally, and since
the RIOT OS does not support DTLS, the client sends a new
CoAP post request, including in the POST body the token
and the desired resource encrypted with the received key.
The Thing decrypts the POST body and if the decrypted
token and resource match the corresponding entries stored
in the Token Table, the request is accepted. As a Sessionid
we use client’s IP address and port.
B. Performance evaluation
The computational overhead that our system imposes to
Things is related to the computation of an HMAC, as well
as, the encryption and the decryption of a message using a
symmetric encryption algorithm. For the HMAC calculation
we used the SHA-256 based implementation provided by
the RIOT OS. As a symmetric encryption algorithm we
used AES in CTR mode, also provided by the RIOT OS.
We set the SKacp,T hing , which is the key used for the

HMAC calculations, to be 256bits. Moreover, we used the
first 128bits of SKsession /SKclient as the AES key.4
Figure 3 shows the time in microseconds required to
calculate an HMAC, as well as, the time to perform an AESCTR encryption/decryption, as a function of the length of the
input message (measured in bytes). Our benchmarks were
executed 30 times on the same nucleo board. The graphs
illustrate the average values (variations were negligible). It
can be observed that computation times are negligible.
C. Security evaluation
Our system makes the following (security related) assumptions. ACPs store securely clients’ credentials, perform
proper client authentication, and authorization. Moreover,
there exist a secure communication channel between clients
and ACPs that protects the confidentiality and the integrity
of the exchanged messages, and it provides endpoints
identification (when necessary). Clients do not share their
ACP credentials, neither the generated symmetric encryption
keys. Finally, Things respect ACP decisions and provide
resources only to authorized users.
In the following we examine the security of our system
under various threat models.
1) Malicious observer: In this threat model a malicious
entity simply observes the communication channel between
a client and a Thing. The attacker learns the following
information: the resource name, the IDclient , the U RIpolicy ,
and the token. It may also be possible for that attacker to
learn the IDT hing . Providing that the HMAC used in our

2 https://github.com/1248/microcoap
3 https://eclipse.org/californium/

4 Note,

this is only because RIOT does not support DTLS.
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Figure 3. Time required to perform an HMAC calculation (a), as well as,
an AES encryption/decryption (b) as a function of the input length.

system is secure, and that SKacp,T hing is adequate large
and random, the attacker is not able to deduce any secret
information. Our implementation uses a SHA-256 based
HMAC, with key size 256bits.
2) Active attacker: In this threat model a malicious entity
observes the communication channel between a client and
a Thing, and it is able to manipulate transmitted data. If
the attacker modifies the IDclient , or the U RIpolicy , or the
token, then the outputs of equations (2) and (3) (presented
in Section III) will not be the same and as a result the
client and the Thing will not end-up sharing the same
secret key (therefore, subsequent steps will fail). If the
attacker modifies the resource name (included in the client’s
unauthorized request), then we distinguish the following
cases:
•

•

The modified name is not a valid resource name. In
that case the client will receive the corresponding error
message.
The modified name is a valid resource name that corresponds to a resource protected by U RIpolicy0 . If the
client is not authorized for U RIpolicy0 he will receive
an error message from the ACP, otherwise, the client
will include a wrong resource name in the authorized
request.5

5 It is reminded here that authorized requests are sent over a secure communication channel, therefore the attacker cannot modify the transmitted
content.

3) Man in the middle: In this threat model a malicious
entity intercepts the communication between a client and
a Thing. We distinguish two types of man in the middle
attacks. In the first type, the attacker owns secret key generated by the same ACP the protects the targeted resource.
This attack is illustrated in Figure 4. In this figure an
attacker (M1) intercepts the communication between a client
(C1) and a Thing (T1). M1 has a secret key generated
by the same ACP as the one that protects the desired
resource in C1. Nevertheless, M1 is not a valid Thing
identifier for that specific resource. Initially, C1 sends an
unauthorized request. M1 forwards to T1 this request either
unmodified, or by replacing C1’s identifier with its own
identifier (i.e., M1). T1 replies with a token (Token1) and a
policy URI (U RIpolicy1 ). M1 then, forwards T1’s response
to C1. Finally, C1 sends an authentication request to the
ACP. It should be noted that the Thing identity included
in C1’s authentication request is T1 and not M1. In the
button of Figure 4 there are the keys that each entity may
learn/generate (depending on the attacker’s choices). In any
case, the keys generated by M1, cannot be used to further
intercept the communication between C1 and T1.
In the second type of man in the middle attack, the
attacker has business relationship with the same ACP as
the targeted client. Moreover, this ACP stores the policy
that protects the desired resource. This attack is illustrated
in Figure 5. In this figure an attacker (M2) intercepts the
communication between a client (C1) and a Thing (T1).
Initially, C1 sends an unauthorized request. M2 forwards
to T1 this request either unmodified, or by replacing C1’s
identifier with its own identity (i.e., M2). T1 replies with
a token (Token1) and a policy URI (U RIpolicy1 ). M2 then,
forwards T1’s response to C1. At the same time, M2 sends
an authentication request to the ACP. Finally, C1 sends an
authentication request to the ACP. In the button of Figure 5
there are the keys that each entity may learn/generate (depending on the attacker’s choices). In any case, the keys
learned by M2, cannot be used to further intercept the
communication between C1 and T1. This happens because
the attacker cannot include the client’s identifier in the
authentication message sent in the ACP.
4) Loss of secret keys: Our system considers the following secret keys: the master secret key (MSK) belonging
to an ACP, the secret keys that ACPs generate for things
(SKacp,T hing ), and the session keys (SKsession ) which are
the keys eventually shared between a Thing and a client after
a successful execution of our protocol.
ACP’s MSK is used for generating SKacp,T hing , therefore
the loss of a MSK means that all generated SKacp,T hing
keys must be updated. It should be noted however, that
clients are not aware of any MSK or SKacp,T hing , therefore
there is no need for implementing a key revocation procedure
in the client side.
SKacp,T hing keys are Thing specific. An entity that

Figure 4.

Man in the middle attack. The attacker pretends to be a valid Thing.

Figure 5.

Man in the middle attack. The attacker pretends to be a valid client.

knows this key can intervene, without being detected, the
communication between a client and the legitimate key
owner. These keys are generated based on the Thing identifier, therefore, in order for this key to be updated, the Thing
has to change identifier (usually this means re-flushing the
firmware, or replacement of the Thing). If the client software
is pre-configured with the Thing identifier, then the software
has to be updated. If the client software “discovers” Thing
identifiers (e.g., using a service discovery protocol, such as
mDNS [18]), then the discovery service should prevent the
advertisement of services by Things with revoked identifiers,
or clients should maintain a list of revoked Thing identifiers,
or ACPs should maintain a list of legitimate Thing identi-

fiers.
SKsession keys are ephemeral and they are only used
during a particular session. When all transactions of a
session are completed these keys are discarded, therefore,
compromising such a key does not pose any threat for any
subsequent session.
D. Privacy analysis
A feature of the proposed system is that end-user privacy
is enhanced. What a Thing learns about a client is that
she has business relationships with an ACP, the resource in
which she is interested, as well as, a client specific identifier.
This information is much less, compared to the information

that Things learn when user credentials or access control
policies are stored in them. Moreover, in order to avoid client
tracking, clients may include a different IDclient in every
unauthorized request. Of course, this premises that ACPs
have a method for mapping all these identifiers to particular
client, but this can be easily implemented (e.g., by using
hash chains).
Moreover and provided that access control policies are
generic, client’s interests can be hidden from ACPs. Indeed,
an ACP does not have to know in which resource a client
is interested in order to authenticate and authorize her. This
cannot be achieved, for example, in capabilities-based systems: in these systems the token provider should know what
a client wants to access in order to include the appropriate
capabilities in the generated capabilities token.
A third party that observes the communication channel
between a client and a Thing has access to client’s unauthorized requests and the corresponding responses. Since this
information is transmitted unsecured it should contain as
less information as possible. The initial request should not
include any client specific private data (e.g., her location):
this information should be included in the authorized request
which is transmitted over a secure channel. If the Thing
offers a single resource, or many resources protected by the
same policy, then the resource name may not be included
in the unauthorized request. Similarly, a U RIpolicy should
not reveal any information about the client; ideally, the
only meaningful information that a 3rd party may learn by
observing a U RIpolicy is the network location of an ACP.
If a U RIpolicy should contain client specific information,
then this information can be encrypted with SKacp,T hing
and appended to the U RIpolicy .
V. D ISCUSSION
A. Thing identifiers
An essential component of our system is Thing identifiers
(i.e., IDT hing ). IDT hing are used by ACPs in order to
generate the appropriate secret keys (SK). It is of paramount
importance for an ACP to be able to tell if the resource
owner that requests the generation of a SK for a particular
IDT hing is allowed to perform this operation. Failing to
verify this binding can result in attackers obtaining the SK of
any arbitrary Thing. If an ACP and a resource owner are the
same real world entity, then this verification is trivial. This is
not an uncommon scenario. For example an enterprise may
implement an ACP in order to allow access to its sensors
only to its employees. On other hand, general purpose
ACPs need a separate mechanism in order to perform this
validation. One way to implement such a mechanism is
by using as a prefix in IDT hing a resource owner specific
identifier, e.g., a domain name, an email address, a public
key, a user name in a social network, etc. Then, the ACP
has only to validate that the resource owner that requests the
SK is the owner of the IDT hing prefix. Depending on the

resource owner identifier format there are many and wellstudied methods for performing that validation.
Our design implies that each IDT hing is used by a single
physical Thing. Nevertheless, nothing prevents a resource
owner to use the same IDT hing for many Things. The
drawback of this approach is that all these Things will share
the same secret key. Therefore, in case of secret key loss, all
these Things should be updated (or withdrawn) as described
in Section IV-C.
B. The role of token and IDclient
Two important variables of our protocol are the token and
the IDclient .
The role of tokens is to enforce communication with ACPs
in every session. If there were not tokens, then all sessions
between a Thing and a client would use the same key,
therefore, a client could cache this key and use it even if
his access rights were revoked.
The role of IDclient is to prevent the second type of
man in the middle attack. As discussed in section IV-C
this type of attack is prevented because an attacker cannot
include a client’s identifier in an authentication message sent
to an ACP. Even though from the Thing’s perspective this
identifier is a random number, it may not be desirable to use
it. An alternative solution for mitigating this type of man in
the middle attack could be to have ACPs remembering all
tokens that have been generated by a specific Thing and
refuse authorization to clients presenting and already used
token. So, if this approach was used, in the example of
Figure 5, if M2 could be authorized by U RIpolicy1 then he
could retrieve the secret key from the ACP, hence, the ACP
would refuse to generate a secret key for C1. This way C1
would be protected against M2. Of course M2 would be able
to access the resource, but this is not a security breach since,
in any case and as assumed, M2 is authorized to access it.
C. Multiple ACPs per resource
In our system, each resource is protected by a single
policy provided by a single ACP. There are cases where it is
desirable to have a resource protected by multiple policies,
each provided by a different ACP. For example, the case of
a Thing that is an actuator that opens and closes the door
of a shared parking space used by the personnel of two
companies (namely A and B). In this case, it is desirable for
each company to maintain its own ACP, in order to protect
their personnel information. Our system can be adapted for
this scenario as follows.
For each resource the Access Table is modified to contain
pairs of [U RIpolicy , SK]. For example in the above scenario
an Access Table could be of the form:
Resource
ControlDoor

Policy
AACP /P olicy1
BACP /P olicy8

SK
SKA,thing
SKB,thing

When a client issues an authorized request, the Thing
responds with the token and a ordered list of the available U RIpolicy . Moreover, the Thing does not generate the
session SK at this stage (hence it leaves the corresponding
field of the Token Table empty). When the client obtains
the appropriate secret key, she includes in her authorized
request, in plaintext, which element of the ordered list of
the available U RIpolicy she has selected. For example, if
DTLS is used, this can be done by prefixing a number in
the token ( remember here that the token can be used as
the identity hint). At this point, the Thing constructs the
corresponding session SK and resumes the execution of our
protocol without any further modification.
D. Business opportunities
We believe that the flexibility and the extensibility of our
system create the potential for new business opportunities.
ACPs can be easily built on top of existing user management systems. Moreover, once an ACP is built, it can be used
for many applications and diverse systems (not necessarily
IoT specific). For example, the same ACP (and even the
same U RIpolicy ) can be used for controlling the parking
system of a company, entrance to offices, access to coffee
machines, or even access to files. Of course, we should
not ignore that ACPs can also be provided by 3rd parties.
Enterprises such as social networks, security companies, and
others may expand their business by providing this new
additional service even if they have not invested in the IoT.
Our system facilitates cross business services. Deployed
functions can be easily offered to customers of other enterprises. Co-operating enterprises do not have to reveal
any sensitive information to each other, since the only
information they provide is URIs to access control policies.
Furthermore, access control policies can be easily managed:
access control policies can be modified by an ACP without
any communication with the Things in which protected resources are stored, this way end-users can be easily added or
removed from a system. Finally, an administrator can easily
establish or terminate a business relationship by adding or
removing a U RIpolicy from an Access Table.
Application development is also facilitated by our system.
Firstly, access control is provided as a new layer on top
of the provided resources, therefore, resources development
does not need to have access control in mind. Secondly,
the Things-part of our system is lightweight and straightforward to implement, therefore, Thing developers can easily
incorporate our solution in their systems. Thirdly, ACPs
can implement and provide access control policies without
having to be aware of the resources that use their policies.

therefore it unburdens Things from storing end-user identification data and from evaluating access control policies. The
proposed system is lightweight and the only computational
intensive operations that a Thing should perform are HMAC
computations and symmetric key encryptions; our evaluation
on a real world development board shows that this overhead
is minimal. Compared to existing systems, our solution
reveals less client-related information to the Things and to
the ACPs, hence it enhances end-user privacy. Moreover, in
our system, policy modification involves no communication
with the Things and the clients. By using our system a
Thing and an authorized client can agree on a shared secret
key, without any other pre-configured secret. Moreover, the
secret key generation process allows clients to verify a
Thing’s identifier, without needing public key encryption.
Finally, our system can be easily incorporated into existing
applications since it clearly separates application logic from
access control decisions, creates new business opportunities
(e.g., for ACPs), and facilitates cooperation among various
stakeholders.
In addition, since our system implementation was limited
by the lack of DTLS support by the RIOT operating system,
we were led to develop our own communication protocol,
on top of CoAP, in order to implement authorized resource
requests. However, if DTLS were supported, the commonly
agreed secret key could be used for establishing a secure
communication channel.
Finally, our system assumes that resource owners and
clients co-operate with the same ACPs. It is in our future
plans to examine “interdomain” access control policies scenarios, i.e., scenarios where a resource is protected by an
access control policy stored in an ACPA , a client has business relationships with an ACPB , ACPA and ACPB are
bilateral trusted, hence, the client can access the resource.
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