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Abstract—We make the case for utilizing the recently stan-
dardized IEEE 1588-2008 Precision Time Protocol (PTPv2) to
achieve real-time, delay-based, network load estimation. We
design and implement a load estimation service which builds
upon our measurement-driven scheme for correlating path delay
and network load, showing it to minimize estimation error to
less than 11% for realistic traffic workloads. Such a service has
multiple applications; we demonstrate how it can be utilized to
achieve rate-adaptive delivery of multimedia content.

I. INTRODUCTION

We are recently witnessing a vast increase in the amount
of Internet multimedia traffic, while the sum of all forms of
video (TV, Video on Demand, Internet, P2P) is expected to
grow to approximately 86% of the global consumer traffic by
2016 [1]. Given the high bandwidth demands and the real-time
features of video traffic, efficient use of network resources in
the face of congestion and flexible mechanisms to improve
user Quality-of-Experience (QoE) are called for.

To this end, mechanisms for the timely detection of net-
work load variations are important. In our work, we apply
delay measurements as indicators of network load. This, in
turn, stresses the importance of accurate delay calculation.
We explore the potential of the recently standardized IEEE
1588-2008 synchronization protocol (Precision Time Protocol
Version 2) [2], which targets at achieving sub-microsecond
synchronization between network clocks. The operation of this
protocol is based on the exchange of timestamped messages,
which a “slave” device uses to synchronize with a “master.”
The development of hardware-assisted time measurement at
the NIC level delivers resolution down to some nanoseconds,
which enables a level of precision not accessible through
classical software-based measurements.

We present the design and implementation of a real-time
load estimation service based on delay measurements carried
out as the PTPv2 protocol operates. We generate varying
realistic traffic workloads and collect delay measurements
from dedicated PTPv2 slave devices in a LAN testbed, using
statistical tools to correlate them with the actual load condi-
tions. After deriving expressions of path delay as a function of
load, we propose an algorithm for real-time load estimation,
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tune it optimally for our settings and show it to achieve
reasonable accuracy.

We further demonstrate a practical application of our ser-
vice: We design and implement an architecture for adaptive
video streaming over HTTP, which utilizes load estimates
for video quality adaptation, offering QoE-optimized video
delivery. To the best of our knowledge, this work is the first
to consider and demonstrate the application of PTPv2 for
adaptive multimedia delivery.

This paper is structured as follows: In Section II we
present our measurement-based methodology for deriving an
expression of delay as a function of network load. We build
on this methodology to design and implement a PTPv2-based
Load Estimation Service, which we present and evaluate in
Section III. We showcase a practical application of this service
in Section IV and summarize our conclusions in Section V.

II. METHODOLOGY

To lay the foundation of our load estimation scheme, we
propose a measurement methodology for expressing network
load as a function of the delay in the path between PTPv2
devices, which can be applied in various network settings.
Our approach builds on the following assumptions:

1) The observed path delay is a function of load.
2) The above function depends on the underlying network

topology and traffic characteristics (e.g., packet size
distribution).

Based on these assumptions, our load estimation
methodology summarized in the following steps:
Step 1: Monitor traffic on the network.
Step 2: Derive a statistical model of typical network traffic.
Step 3: Generate synthetic traffic loads based on the derived
model and measure delay for varying load values.
Step 4: Fit models to the above data to derive an expression
of load as a function of delay.
Step 5: Build this function into a load estimation algorithm
and perform measurements to select optimal values for its
parameters, to maximize its accuracy (see Section III).

A. Testbed setup

We demonstrate our methodology and algorithm in a LAN
testbed. Our experimental setup (Fig. 1) includes Spectracom
SecureSync [3] devices implementing the PTPv2 protocol in
hardware. PTPv2 devices are connected to separate LANs
and traffic between them is routed through a Linux-based
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Fig. 1. Testbed setup featuring dedicated PTPv2 hardware. The Ethernet
switches and gateway are not IEEE 1588-capable.

gateway with two Ethernet interfaces. Bidirectional traffic
flows are set up between transmitter/receiver pairs across the
two LANs. The capacity of our testbed is limited by the
capabilities of the gateway, which can handle up to 100 Mbps
of traffic in each direction. Therefore, by using two pairs of
transmitting/receiving hosts, we can introduce up to 200 Mbps
of offered load. We can thus create congestion conditions
without having to resort to bandwidth shaping/limiting at
the gateway. We apply a unicast PTP profile in two-way
mode. The master is a two-step clock, sending the accurate
timestamps following a SYNC or DELAY RESP message in
FOLLOW UP messages. The minimum delay request interval
was set to 2s and the SYNC interval was 1s.

B. Workload generation

To demonstrate the dependence of the delay-load relation-
ship on actual traffic characteristics, we have experimented
with two different types of workloads: Constant bitrate (CBR)
traffic with large, fixed-size packets and flows of packets
of mixed sizes which are representative of current Internet
traffic [4]. Other options could include applying the tri-
modal packet size distribution model specified in the ITU-T
G.8261/Y.1361 (Annex VI.2.2) recommendation [5].

1) Constant bitrate traffic: We generate constant bitrate
UDP traffic using the iperf tool, with packet size fixed to
1500 bytes including IP and Ethernet headers (to stay below
the Ethernet MTU). Since the capacity of our testbed is 100
Mbps, we report normalized load values ranging from 0 (no
load) to 2 (when using two transmitter-receiver pairs sending
100 Mbps traffic at each direction).

2) Emulating an Internet traffic mix: Based on traces
on the evolution of the Internet traffic which are publicly
available [4], one can draw conclusions about various traffic
features, such as packet size distributions. To emulate more
realistic Internet traffic, we used one such sample which cor-
responds to traffic captured on a 10 Gigabit optical backbone
link of an ISP as of October 2012. As shown in Fig. 2, packet
size distribution is bimodal, with small (less than 100 bytes)
and large packets (1500 bytes) dominating.

We have implemented a traffic generator which creates UDP
flows with a bimodal packet size distribution. Each flow has
a target average bitrate corresponding to a load value in the
(0.0, 2.0] range and packet length L is distributed as follows:

L =

 ls with probability ps
ll with probability pl
Uniform(ls, ll) otherwise

(1)

Fig. 2. IPv4 packet size distribution on a Tier1 ISP link, based on a
monthly trace in 2012, available from CAIDA [4]. The CDF of the packet
size distribution of our synthetic traffic mix which emulates realistic Internet
traffic is also presented (green curve).

That is, packets are either small (with fixed probability ps)
or large (with fixed probability pl) fixed-length ones, or their
size is drawn uniformly from the (ls, ll) range. We have set
ls = 58B, ls = 1500B, ps = 0.45 and pl = 0.4, and, as
Fig. 2 shows, our simple traffic generation model achieves
a reasonable approximation of the packet size distribution of
realistic Internet traffic.

C. Correlating delay measurements and network load

1) Constant-bitrate workload: In the first set of experi-
ments, we introduce constant-bitrate traffic loads, transmitting
large fixed-size UPD packets. Fig. 3 shows the evolution of
one-way delay (measured as half of the round trip time) for
increasing network loads. Each point is the mean value of
approximately 500 delay measurements, presented with 95%
confidence intervals. It appears that there is a load value (0.95)
beyond which the mean delay increases by orders of magni-
tude, which makes congestion identification straightforward.

When operating below congestion, the relationship between
delay and load is presented in Fig. 4. What this figure suggests
is that for low loads (< 0.2), delay increase is not noticeable,
therefore it is possible to accurately estimate low loads based
on mean delay values. However, the significance of this
problem is limited by the low criticality of such load values.
Beyond that point, delay follows a linear trend; using linear
regression, a function of the form y(x) = ax+ b proves to be
a good fit (the coefficient of determination is R2 = 0.9734)
to the experimental data.

We have also carried out experiments with a software PTPv2
implementation [6]. We have noted that, fundamentally, the
relationship between load and delay is the same, albeit with
increased estimated path delays, which is reasonable since they
capture operating system and software-associated delays. We
omit these results due to space limitations.

2) Emulated Internet traffic mix: In the second set of ex-
periments we focus on the effects of realistic traffic workloads



Fig. 3. Path delay as a function of network load composed of CBR traffic
flows.

Fig. 4. Path delay as a function of network load for loads up to 0.95 (CBR
traffic). A linear function (y(x) = 213889.59x+104191.34) has been fitted
to the experimental data.

on measured path delay. We generate traffic according to
Eq. (1) and control the interval between successive packet
transmissions in order to achieve the target average bitrate
that corresponds to a specific load value. The relationship
between load and path delay is shown in Fig. 5. At first
sight, we observe the same generic behavior; there is a load
value beyond which delay dramatically increases, while for
very low (< 0.2) load values it is practically impossible
to draw a conclusion about the precise network load based
on delay. However, as Fig. 6 indicates, an exponential fit
would be more suitable to describe the evolution of delay
vs. load for cases below the congestion point. In fact, for the
[0.2, 0.95] load range, an exponential sum function of the form
y(x) = aebx+cedx proves to fit data accurately (R2 = 0.998).

III. LOAD ESTIMATION SERVICE

A. Observations

Our interpretation of the measurement results has led to
a set of observations, upon which we have designed, im-
plemented and evaluated experimentally a Load Estimation

Fig. 5. Path delay as a function of network load corresponding to a synthetic
traffic mix with variable size packets.

Fig. 6. Path delay as a function of network load for loads up to 0.95
corresponding to a synthetic traffic mix with variable size packets. A sum of
exponential functions (y(x) = 9.284× 104e1.52x + 4.895× 10−4e22.33x)
has been fitted to the experimental data.

Service (LES). In particular, we noticed that there was some
common delay behavior across all our experiments:

1) At low loads (< 0.2), delay did not show a specific
trend and could be considered constant, making it hard to
correlate delay measurements with distinct load values.

2) At medium to high loads, delay steadily increases with
load.

3) When operating close to capacity (i.e., for load values
between 0.96 and 1.0), delay gradually increases before
stabilizing to a value which can be orders of magnitude
larger than the lower load cases. This can be explained
as follows: Since load is offered at a rate close to the ser-
vice rate, packet queues gradually build up, which causes
end-to-end delay to increase as the system approaches a
steady state. Eventually, queue state stabilizes, which in
turn implies stable delay values.

4) Beyond capacity, delay remains orders of magnitude
higher than the low-load cases (coupled with significant
packet loss).



B. Load estimation algorithm

Based on the above observations, we have designed a load
estimation tool which works on two phases. In the first phase,
a set of parameter values need to be derived. Then, these
parameters are used by a load estimation algorithm which
operates on delay measurements in real time. This two-phase
procedure is described below.
Phase 1: Parameter derivation. First, the load value which
signifies congestion (i.e., where average delay increases too
much) should be identified. Then follows the identification
of the load and corresponding delay value (Dlow) beyond
which delay clearly increases with load. Finally, a function
of delay vs. load should be derived from the measurement
data, excluding the values corresponding to the low-load
and congestion regions. Depending on the specifics of the
underlying network topology and typical traffic patterns, the
form of this expression will be different. For example, if the
relationship between load and delay is linear, linear regression
should be performed while in other cases an exponential fit
could be more appropriate.
Phase 2: Real-time operation. We maintain a window of the
k most recent delay measurements and calculate their average
d. If d ≤ Dlow, we assume that we are in the low-load region.
Otherwise, we use the fitted curve to map d to a specific load
value and update the current load estimate in an exponentially
weighted manner according to the following equation:

Li = wLi−1 + (1− w)l, (2)

where Li is the running load estimate after considering the ith
delay sample, l is the load value to which the current window
average maps and w ∈ [0, 1) is the smoothing factor. Our
algorithm is summarized in Table I.

It should be noted that mapping delay to load involves
using the inverse of the function that has been fitted to
the measurement data. Inverting the exponential sum which
expresses delay as a function of load analytically is not trivial,
as is the case for linear regression lines. In this case, to map
delay values to load we have fitted a different exponential sum
to the load values as a function of delay, which again describes
our data accurately (R2 = 0.99), as shown in Fig. 7.

C. Parameter derivation

Since estimation accuracy depends on the actual network
topology and traffic characteristics, the optimal values for
the algorithm parameters (w, k, Dlow) differ across network
scenarios and each case requires a separate training process.
During this training phase, we carry out experiments for a
wide range of combinations of these parameters and select
the values which minimize an error metric. We have selected
the root-mean-square error (RMSE) of the estimation as our
metric of interest, which is given by:

RMSE =

√√√√ 1

n

n∑
i=1

(Li − Li)2, (3)

TABLE I
LOAD ESTIMATION ALGORITHM

ALGORITHM estimateLoad

INPUT w, k,Dlow

1: /* Initialize window W */
2: W.init(k)

3: /* Loop forever */
4: loop
5: /* get current delay measurement */
6: d = getDelayMeasurement()

7: /* slide window adding delay measurement */
8: W.slide(d)

9: /* calculate window average */
10: d = W.average()

11: if d < Dlow then
12: /* average delay is very low → no (minimal) load */
13: l = 0.0
14: else
15: /* use fit function to map delay to load */
16: l = mapToLoad(d)

17: if l ≥ 1.0 then
18: /* loads > 1 are considered equivalent (congestion) */
19: l = 1.0
20: end if
21: end if
22: /* update load estimate L */
23: L = wL+ (1− w)l
24: end loop

Fig. 7. Network load as a function of delay. Measurement data are plotted
with the x-axis representing delay, and a sum of exponential functions (y(x) =
0.8961e4.656×10−8x − 1.954e−8.066×10−6x) has been fitted to them.

where n is the number of load estimates (in our experiments,
we update our load estimation for every new delay sample),
Li is the actual generated network load when the ith sample
was received and Li the respective load estimate.

To derive the optimal values for the window size k and the
smoothing factor w, we generated random load patterns and
collected delay measurements for both experiment configura-
tions (i.e., (i) generating traffic with fixed-size packets and (ii)
generating emulated Internet traffic with variable packet sizes).
We then ran our algorithm for combinations of window sizes



Fig. 8. Load estimation RMSE as a function of the window size and
smoothing factor parameters for CBR traffic workloads.

Fig. 9. Load estimation RMSE as a function of the window size and
smoothing factor parameters for emulated Internet traffic workloads.

up to 100 samples and the whole range of smoothing factor
values, and selected the parameter values which minimized
the RMSE. Note that all network load values greater than or
equal to 1.0 are considered equivalent. That is, we consider our
algorithm accurate if it detects congestion, irrespective of the
exact actual load value. The same applies to low-load cases.

The relationship among load estimation accuracy, window
size and smoothing factor is shown in Fig. 8 and Fig. 9 for the
two different configurations. The values of w = 0.84 and w =
0.87, for the CBR and mixed traffic scenarios respectively, and
a small window size (even k = 1), minimized the RMSE.

D. Estimation accuracy

Using the optimal window size and smoothing factor values,
and selecting low-load delay thresholds appropriately based on
our testbed measurements, we present the results of applying
our load estimation algorithm. Again, we generate random
load patterns and run our algorithm on the collected data.

Fig. 10 shows the performance of our algorithm when
network load is introduced using CBR traffic with large fixed-
size packets. The RMSE across the whole execution of the

Fig. 10. Performance of the load estimation algorithm in an environment
where network load is composed of large, fixed-size packets. Green points
represent the actual load and red points represent the estimated one.

Fig. 11. Performance of the load estimation algorithm in an environment
where packet sizes vary resembling a realistic Internet traffic mix. Green points
represent the actual load and red points represent the estimated one.

experiment was 14.18%. Although there is some considerable
load estimation error, our algorithm successfully estimates
cases of congestion (high load), which are more critical to
identify. Similar results are obtained when configuring our
algorithm for an environment where network load is composed
of flows of packets of variable sizes, as shown in Fig. 11. In
this case, the measured RMSE was 10.88%.

E. Implementation

We have implemented PTPv2 timestamping functionality
in the Ethernet NICs of dedicated devices, providing an 8ns
resolution at 100 Mbit Ethernet interfaces. The slave transmits
path delay measurements over an RS232 connection and
our algorithm operates in real time on these delay samples.
For reasons of compatibility and ease of deployment and
integration, we have implemented a Web API for accessing the
LES. Thus, applications can retrieve current load estimates by
sending simple HTTP requests. In Section IV we demonstrate
a practical application scenario for this service.



Fig. 12. System architecture

IV. USE CASE: LOAD-AWARE ADAPTIVE VIDEO
STREAMING OVER HTTP

We propose an architecture (see Fig.12) tailored to an
environment where cooperation between the network service
provider and the content provider is assumed. This could be
the case for an ISP or a mobile network operator offering
multimedia streaming services over his infrastructure. We
focus on planned network deployments where the topology
and characteristics of the network are known and the network
operator has access to the typical traffic load patterns and
can perform measurements to build an accurate model of
the relationship between delay and load. In this case, high-
accuracy synchronization equipment can be installed in the
video origin server (PTP master) and close to user premises
(PTP slaves, e.g., collocated with eNodeBs). Our LES can
then be deployed at the slave and be appropriately tuned to
provide load information for the master-to-slave path. User
devices can query their local LES for real-time congestion
information, which can be considered along with other criteria
for application behavior adaptation.

To demonstrate the feasibility of this scheme and showcase
its advantages, we have implemented it following the recent
trend for Internet video delivery, namely Dynamic Adaptive
Streaming over HTTP (DASH) [7]. In DASH, a conventional
HTTP server hosts multiple representations (corresponding
to different video qualities and, thus, bitrates) of the same
video content segmented in chunks, each typically containing
a few seconds (or less) of video, and makes available a Media
Presentation Description (MPD), i.e., a special XML-encoded
file with information about media characteristics and structure.
The streaming client requests the MPD file and, based on
that, receives the video stream pulling segments from the
server using HTTP requests, potentially switching among the
available bitrates. Relevant DASH standardization efforts are
currently underway [8].

This receiver-driven approach offers the freedom to imple-
ment various bitrate adaptation mechanisms on the client side.
As an example, we implemented a bitrate switching scheme
which utilizes information provided by our LES. In particular,
we have extended the DASH VLC plugin [9] in order to
periodically communicate with the LES web service and
implemented a switching decision function where each client
adapts the requested video quality respecting an operator-
defined network load threshold: When the current network

load estimate exceeds the threshold, the client switches to a
video of lower quality (and thus bitrate), while otherwise he
can switch to higher bitrates.

V. CONCLUSION

We presented a novel application of the IEEE 1588-2008
protocol for delay-based, network load estimation. In particu-
lar, we devised a generic measurement-based methodology and
tools for correlating path delay with network load, suitable for
planned network deployments. Our testbed experiments have
shown that our tool is fairly accurate: For realistic synthetic
traffic workloads, estimation error was limited to less than
11%. Finally, building this service with ease of integration in
mind, and considering recent trends in Internet video delivery,
we demonstrated a practical use case by designing and imple-
menting a receiver-driven video streaming architecture, where
load estimates from our service are utilized for dynamic video
quality adaptation.

There are important issues yet to be tackled, though. Other
indications of load, such as increased delay variation as load
increases, but also packet losses when operating close to
or beyond capacity can be exploited to impove estimation
accuracy. At the same time, traffic and delay asymmetries
need to be considered. Taking such issues into account, our
ongoing work focuses on the design of more sophisticated
load-aware slave clock control mechanisms. On the application
side, we are working towards implementing more sophisticated
rate adaptation mechanisms and quantifying their advantages
in terms of the achieved user QoE. Further use cases of our
load estimation service are also being explored.
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