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a b s t r a c t 

Information-Centric Networking (ICN) reconsiders the host-centric Internet paradigm with a view to in- 

formation or content-based identifiers and where multicast data delivery is the norm. However, Wi-Fi, 

the predominant means of local wireless connectivity today, but also 3G and 4G technologies, are known 

to suffer from poor multicast performance. In this work, we consider exploiting content awareness, which 

is inherent in ICN architectures, to improve wireless multicast delivery by means of relaying. In partic- 

ular, given that different types of content have different performance requirements, we provide a multi- 

objective optimization formulation for the problem of activating appropriate subsets of users as relays 

and deciding on their transmission rates, optimizing for different criteria, such as reliability, performance, 

and energy cost on a per-content item basis. Based on that, we propose a heuristic algorithm to select 

relay-rate assignments, showing it to outperform standard wireless multicast transmission strategies and 

also to be feasible to operate on top of resource-constrained off-the-shelf wireless equipment. Finally, we 

demonstrate how our scheme could be utilized for multicasting scalable video with improved Quality of 

Experience. 

© 2016 Elsevier B.V. All rights reserved. 
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. Introduction 

In recent years, there has been a push towards “clean-slate”

nformation-centric Internet architectures, where named data, in-

tead of named hosts are the core of the new communication

aradigm. This shift was motivated by the observation that the

nternet architecture has not changed fundamentally since its in-

eption, but user (stakeholder) behavior and application demands

ave all dramatically been altered. Much of the traffic nowadays

nvolves content dissemination via CDNs or proxies, which mediate

ommunication between content publishers and consumers, plac-

ng focus on the information itself, rather than on the communi-

ation endpoints. At the same time, with the low cost and high

peed of wireless technologies for the home network and the pro-

iferation of mobile devices with wireless networking capabilities,

uch of this information is delivered to users over wireless links. 

Our work is put in the context of the Publish-Subscribe Internet

PSI) architecture [1,2] . PSI approaches information-centrism by ap-

lying the publish/subscribe principle at all networking layers. The

ain PSI entities are publishers and subscribers and their commu-
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ication is brokered by special rendezvous nodes. PSI and ICN in

eneral has various advantages and features such as built-in sup-

ort for caching and mobility [3] , multihoming, multipath, and se-

urity [4] . 

We focus on a networking scenario where multiple users within

 Wi-Fi cell subscribe to common content items, which are even-

ually multicast to them. This could be the case, e.g., for mul-

iple users in a home wireless network watching the same In-

ernet TV program simultaneously from different terminals, or

sers in a campus Wi-Fi network viewing video lectures. How-

ver, IEEE 802.11 was not designed for such scenarios, where mul-

icast/broadcast traffic dominates [5] ; the backoff window is never

ncreased, since there are no acknowledgments for broadcast pack-

ts, and typically the transmission rate is lower compared to the

ate for unicast packets, in order to achieve more reliable delivery

or low-rate users. 

Our work builds on the premise that, in the content-centric PSI

odel, with awareness of the performance requirements of dif-

erent content items, we can flexibly pick specific clients to act

s relays for other co-subscribers whose connection with the Ac-

ess Point (AP) is of worse quality. Thus, instead of a single mul-

icast transmission at a low rate, multiple multicast transmissions

f the same content at a higher rate can take place. If relay se-

ection is careful, both throughput and reliability advantages are

http://dx.doi.org/10.1016/j.comnet.2016.06.004
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possible. Note that the concept of relaying to tackle problems with

wireless multicast is general, applies to and has been suggested

for most other wireless technologies such as UMTS/3G, 4G/LTE-LTE

Advanced, etc. 

In this paper we make the following contributions: (i) We

show how optimized, relay-based, multipoint content delivery can

be achieved in a wireless Information-Centric Networking (ICN)

context, taking advantage of content awareness inherent in ICN.

(ii) Taking into account the heterogeneity of performance require-

ments of different types of content, we provide a multi-objective

optimization framework and a low-complexity heuristic algorithm

for relay selection and transmission rate assignment, which ad-

dresses tradeoffs among reliability, performance and energy con-

sumption. Our scheme outperforms standard wireless multicast

strategies and has reasonable CPU requirements when executed on

commodity wireless equipment. (iii) We show how our scheme can

be utilized for the delivery of scalable video, highlighting its flexi-

bility, and showing it to achieve more than 0.6 × Quality of Expe-

rience (QoE) gains. 

The remainder of this article is structured as follows:

Section 2 presents an overview of relevant work in the litera-

ture and details on the PSI ICN environment. In Section 3 , we de-

scribe the requirements and basic building blocks of our architec-

ture towards achieving efficient relay-based content delivery over

wireless links. We provide a multi-objective optimization formu-

lation for the problem of selecting relays and transmission rates

and, based on that, a heuristic algorithm to select solutions un-

der specific assumptions in Section 4 . We present numerical re-

sults on its performance in Section 5 , and dedicate Section 6 to

implementation aspects. We discuss possible extensions of our de-

sign and generalize towards other ICN architectures in Section 7 ,

before summarizing our work and discussing plans for future work

in Section 8 . 

2. State of the art 

2.1. Relay-based schemes for Wi-Fi networks 

The performance anomaly that emerges in IEEE 802.11 networks

when there are stations using a lower rate is well known and

studied [6] . In view of this, solutions that opportunistically exploit

specific clients as repeaters to reduce low-rate transmissions have

been proposed. Bahl et al. [7] designed and implemented SoftRe-

peater , a Wi-Fi-compatible software solution where high-rate sta-

tions behave as repeaters for low-rate ones when it is beneficial to

do so. 

Xiong and Choudhury introduced PeerCast [8] , where Wi-Fi

multicast packets are handled in batches; the first packets of each

batch are sent at varying rates and are simultaneously acknowl-

edged by clients upon reception. Since low-rate stations are not

expected to receive packets sent at high rates, the amount of ac-

knowledgments (and, thus, the received power detected at the

AP) increases as the transmission rate decreases. After each batch,

clients serially send reports about the packets successfully received

and these reports are overheard by other stations. These mecha-

nisms help the AP decide which clients should act as relays. 

SoftRepeater and PeerCast select relays according to rate-based

criteria. On the contrary, our design aims to explore alternative re-

lay selection objectives and, in particular, to put content awareness

at the center: Relay plans can be built per content type and differ-

ent optimization criteria can be applied taking information seman-

tics into consideration. For a relevant discussion see Section 3.1 . 

2.2. Information-centric wireless networking 

We focus on the integration of wireless users in PSI, where

multicast is the norm. Since the delivery of such traffic can be
roblematic in modern wireless networks, we study how to ex-

loit content awareness to improve on performance and flexibility.

 brief description of the PSI architecture and its principles is given

n Section 2.3 . More details are available in [3] , [9] , and the deliv-

rables of the PSIRP [10] and PURSUIT [11] projects. 

Other projects with similar motivation also exist. CCN [12] /

DN [13] is another research effort that aims to design an

nformation-centric Internet. In CCN/NDN, routing is based on hi-

rarchical (URL-like) naming. Consumers broadcast interest packets

hat contain the name of the content requested, and data pack-

ts whose name is a suffix of the name in the interest packet are

ssumed to satisfy this interest. 4WARD [14] and SAIL [15] , other

CN-related EU-funded projects, aimed at allowing various types of

etworks to coexist and cooperate in a smooth and cost-efficient

anner. MobilityFirst [16] , on the other hand, has mobility and

rustworthiness as its main design goals. Importantly, multicast is

eneralized by an attribute-based context-aware delivery mecha-

ism which facilitates geo-casting. 

After more than a decade of information/content centric net-

orking research, numerous prototypes and real-world deploy-

ents over large-scale experimental facilities [9,17–20] have taken

lace. Although many of these developments are academia/

esearch-oriented, there is significant industrial interest, which is

urther demonstrated in existing real-world CCN/NDN application

ases [21] . Notably, Cisco has announced that ICN will be their pro-

osal for 5G core network technology [22] . 

The interplay between wireless technologies and ICN has

tarted to receive attention. For example, the challenges pertaining

o ICN-LTE integration are discussed by Gomes and Braun [23] . A

eview of the state of the art in content-centric wireless network-

ng [24] reveals that while issues such as mobility and caching are

urrently under extensive study, efficient local wireless delivery is

ather neglected. It is acknowledged, however, that devising so-

histicated strategies in the forwarding plane building on aware-

ess (of content, but also of network conditions) is a challenging

opic worth studying, which is the area where our work mainly

ies. 

In our case, we assume that Wi-Fi APs are ICN-aware in order to

e able to select transmission plans based on the nature of content.

um et al. [25] have also studied the role of APs in an ICN context

rom a different perspective, by proposing their use as nano data

enters at the edge of the operator’s network. Issues pertinent to

he wireless medium are not in the scope of their work. 

Interestingly, Wang et al. [26] propose to encode content se-

antics into the names of content items in an NDN-based vehic-

lar networking environment, to achieve more efficient data for-

arding for the dissemination of traffic information. Conceptually,

xploiting content semantics for network-layer decisions is very

elevant with our approach, although our specific goals, network-

ng scenario and mechanisms differ. 

We should finally note that this work follows up on our posi-

ion paper [27] on the same topic. In this article, we refine our

oncept, also providing more details on our design and on how it

xploits ICN principles for efficient content delivery, present algo-

ithms and extensive performance results to this end, study various

mplementation aspects, and propose potential extensions. 

.3. The PSI architecture 

.3.1. Information identification and scoping 

In PSI, information items are identified by statistically unique

abels, the Rendezvous Identifiers (RId) , which are used to match

ubscriptions with publications. RIds are flat and endpoint-

ndependent, since, in an ICN environment, the basic design

remise is that location is decoupled from identity. 
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Information is organized in a hierarchy of scopes and any infor-

ation item is also identified by a Scope Identifier (SId), again a

ierarchical endpoint-independent label. A scope is a classification

f information in groups with similar semantics, visibility prop-

rties, etc. There exist physical scopes, e.g., a University network,

nd logical scopes, e.g., a social network, and can represent the

quivalent of IP topologies: As IP topology mechanisms allow the

reation of a topological inter-network, scoping mechanisms allow

or building information networks. Information is always published

nder (at least) one scope, which is set by the publisher. Note that

ccess control schemes can be implemented on top of scopes to

imit the reachability of information. 

.3.2. Core functions 

PSI design follows a recursive approach. Each layer implements

 set of core functions, utilizing the same core functions of the

ower layers. These functions are Rendezvous, Topology management

nd Forwarding (RTF). Network composition is performed recur-

ively: RTF is implemented per scope, first locally, then at the LAN

evel, next at the WAN level, and so forth. 

The Rendezvous function is responsible for matching publica-

ions with subscriptions. The node where the matching of a pub-

isher’s content with a subscriber’s interest takes place is referred

o as the rendezvous point (RP). RPs initiate routing, forward-

ng, and distribution decisions, eventually leading to the delivery

f the content from publishers to subscribers. Through the ren-

ezvous operation, and especially given some level of delay toler-

nce, which is often the case for non real-time content dissemina-

ion applications, multicast is promoted. For instance, two (slightly)

synchronous requests for the same content can be “forced” into

ynchronization and multicast. 

The Topology function monitors the network topology, detects

hanges and is responsible for creating information delivery paths.

pon a successful publication-subscription match, the rendezvous

omponent can request forwarding information from this module.

olicies and specific dissemination strategies can be put in effect

y the Topology function to build delivery structures. Different

trategies are used for different matches and can range from sim-

ly matching a publishing application with a subscribing one at

he node-local level, to running complex algorithms to build opti-

al multicast trees crossing domain boundaries. 

The Forwarding function implements information forwarding

hrough the paths dictated by the Topology modules. Forwarding is

mplemented using the LIPSIN approach [28] : Each link is assigned

 forwarding identifier (FId) and the topology module builds a de-

ivery tree which includes such FIds. FIds are encoded in a Bloom

lter which is placed in the header of each individual packet. The

orwarding module of each node, upon receiving a packet, ORs

ach of its outgoing link IDs with the filter to decide where to for-

ard the packet to. This approach naturally supports multicast. 

.3.3. Dissemination strategies 

An important aspect of the PSI design is its native support for

ifferent dissemination strategies, which are applied per scope (or

er hierarchy thereof). A dissemination strategy defines how the

TF functionality is implemented for a specific information struc-

ure, and how the latter is controlled and managed. The strategy

nd scope concepts can be coupled to optimize information deliv-

ry. The dissemination strategy and its parameters can be defined

t publication time by the publisher, and can be altered at run-

ime (i.e., during the scope’s lifetime) using the PSI service model

nterface. 

Our design builds to a significant extent on this PSI feature. 
. Relay-based content delivery 

.1. Exploiting information awareness 

We address the problem of efficient content-aware multipoint

elivery in a PSI-capable WLAN, by means of smart relay selection

nd transmission rate assignment. In our target environment, mul-

iple WLAN users access various services using publish-subscribe

rinciples, and the requested content is multicast to them. Based

n the nature of the requested content, different performance ob-

ectives should be attained. These objectives can be conflicting.

or example, reliable delivery may require low-rate transmissions

o maximize the number of nodes receiving the content, while

t the same time increasing delivery time for specific users who

re reachable at higher rates. Also, specific constraints could be

n place, such as minimum coverage requirements or energy con-

traints for battery-powered devices. 

The PSI architecture facilitates managing this information us-

ng the scoping mechanism: Specific scopes can be defined, each

rouping content items with the same relative importance of relia-

ility, delivery time and energy cost, as well as the same respective

onstraints. Such scopes can be fine-grained (e.g., one scope per

pplication or per service component), or have a coarser granular-

ty, encompassing all content items with specific generic features

e.g., all emergency services). 

The actual values of these criteria and constraints can be spec-

fied at publication time and conveyed to the rendezvous point of

he WLAN (it can be assumed to be collocated with the AP) as dis-

emination strategy options. Then, they are directly made available

o a relay scheduling algorithm, which is a basic component of the

issemination strategy applied. We should stress that the function-

lity of expressing per-scope performance requirements and con-

traints as dissemination strategy options is directly and natively

upported both at the PSI protocol level and by the PSI API. Effi-

iently utilizing this information is a matter of implementing the

ppropriate strategy. 

This responds to the question as to the benefits of our ap-

roach compared to the current practice. The Internet Group Man-

gement Protocol (IGMP) [29] , the group management mechanism

or IP multicast, is itself also a publish-subscribe scheme in prin-

iple, where users express their interest to receive specific content

y joining multicast groups, and each group is identified by a sin-

le multicast IP address. 

Apart from the fact that, in our work, we consider a non-IP en-

ironment (thus precluding IP multicast) and seek for mechanisms

o more efficiently support multipoint delivery, we argue that the

nformation scoping mechanism is more expressive and versatile in

ncoding content semantics and requirements, and brings a level

f content awareness that IGMP-like mechanisms do not inherently

upport. Combined with the dissemination strategy mechanism for

xplicitly stating and utilizing performance requirements and con-

traints per scope, they bring a level of expressiveness, separation

nd finer control which is not directly supported in IP multicast,

nd would require an add-on mechanism; an external scheme to

ap each multicast group to specific performance requirements

ould be necessary. 

.2. Design considerations 

Our proposed system spans across all three RTF functions: In-

ormation about which station subscribes to which publication

subscription state) and dissemination strategy options (per scope

erformance criteria and constraints) are managed by the local do-

ain’s rendezvous module (at the Access Point). Connectivity in-

ormation (the rate graph; see Section 3.3 ) is relevant with the

opology module and is utilized, together with the subscription
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Fig. 1. Example WLAN topology and the respective rate graph. For presentation 

clarity we do not show the communication ranges of clients. 
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state, to build relay plans implementing the selected dissemina-

tion strategy. Finally, the relay plan is relevant with the forwarding

plane, where the forwarding modules of relay stations would be

responsible for the final delivery of data to neighbor stations. 

If we assume that data are published outside the BSS, we ob-

serve that Wi-Fi stations are the leaves of the multicast delivery

tree and that relay functionality only pertains to the wireless last

hop. We argue that the links between relay nodes and final des-

tinations need not be identifiable as parts of the delivery paths

which are computed at the topology level. In other words, the ac-

tual packet relaying process can be carried out transparently, as

a MAC-layer primitive. This way, changes in the WLAN connectiv-

ity properties will not trigger changes in the (global) information

delivery structures, and will be tackled locally by a potential re-

computation of the relay schedule. Still, this requires an amount of

cross layering, since relaying needs to be ICN-aware. For example,

each relay needs to be able to identify the scope of each packet,

as well as its type, to detect if it should be relayed, and at what

rate. More details on how this procedure can be implemented are

presented in Section 6 . 

We should further note that although our design supports it,

we do not take into account in this article that different subsets

of users subscribe to different items; even if a user is not inter-

ested for a specific item, his/her device is still a potential relay.

This allows for relay schedules to be calculated at a coarser level

(scope-level), thus less frequently, while in some cases allowing for

improved performance by exploiting users with good connectivity

properties, even if they have not subscribed for the content they

relay. 1 

After selecting a number of relays, the sequence of transmis-

sions is decided and the schedule is broadcast by the AP at a low

rate. The relay selection algorithm can be executed periodically,

when changes are detected in the WLAN topology, or when a client

subscribes to a new type of content. When a client receives the

relay schedule, it updates the state it maintains about the rates

at which it is required to re-broadcast data of each specific scope.

Then, each time it receives a packet, it checks the scope it belongs

to and decides if (and at what rate) it should relay it. 

In this work, we assume that each packet transmitted by the

AP takes at most two hops to reach its destination. Namely, each

station is either served directly from the AP or from a relay which

has directly received the packet from the AP. This design choice

is guided by practical reasons: (i) It has been shown that perfor-

mance in multihop wireless networks significantly degrades with

the number hops [31] , and (ii) a longer path from the AP to the

destination node is typically not necessary, since the range of a

Wi-Fi cell is expected to be short (especially in indoor scenarios).

Also, our mechanism is applied only to downlink traffic, e.g., video

streams originating outside the BSS where multiple clients sub-

scribe to. Finally, our approach implies a cooperative environment,

as is the case for wireless networks managed by a single admin-

istrative entity (e.g., a home WLAN, an ISP-controlled deployment,

etc.). Therefore, our work does not touch upon the incentives of

nodes for relaying, a significant issue to consider in different set-

tings. 

3.3. The Rate G raph 

Our proposed scheme operates on a Rate Graph (RG) , which en-

codes the rate capabilities between pairs of nodes in a Wi-Fi Ba-

sic Service Set (BSS). We define RG = (V, E) as an undirected graph

with vertices V = { v 1 , . . . , v n } corresponding to BSS nodes (AP and
1 This raises the issue of introducing incentives into our design, which we have 

addressed extensively in our past work on other related subjects [30] , but not in 

this work. 

4

lients) and edges E between these vertices. An edge ( v i , v j ) ∈ E iff

odes v i and v j can communicate using at least one of the avail-

ble rates. If two nodes can communicate at some rate r , they can

lso do so at any available rate r ′ < r , and the weight of this edge

s the maximum rate at which the two nodes can communicate.

or example, in Fig. 1 , stations B and C are “close” to the AP and

he latter can communicate with them at a high rate (e.g., 54 Mbps

or IEEE 802.11a/g), while a lower rate should be used to transmit

ackets to nodes D and E. Still, there are clients which are capable

f transmitting packets to D and E at a high rate (C and B respec-

ively) and could be exploited to relay packets to them on behalf

f the AP. 

To construct the RG, each client periodically monitors the chan-

el and records the signal power and the identities (e.g., MAC ad-

resses) of the senders of captured frames. At the same time, it

verhears downstream messages from the AP. After the monitor-

ng period ends, the client publishes < ID, SNR > tuples (transmit-

ed at a low rate, for reliability), under a specified control scope to

hich the AP has subscribed. 

The AP adds edges to the RG based on the reported SNR val-

es, which are mapped to achievable transmission rates. This im-

lies that our RG construction scheme is approximate. Measure-

ent studies [32,33] have shown that physical layer metrics are

ot always good estimators of delivery probability and, in turn,

chievable rates. However, correlation exists and such an approach

erves reasonably as a starting point [7] . 

Although with the above procedure a directed RG could be con-

tructed, capturing rate asymmetries, we assume symmetry for

implicity and use an undirected graph representation: If node B

an transmit to A at rate r i , the same rate can be achieved for

 → B transmissions. The mechanisms we propose in Section 4 are

qually applicable for both undirected and directed graphs. 

. An optimization framework for relay selection and rate 

ssignment 

To cater for the conflicting objectives of reliability, delivery time

nd energy cost, we propose a multi-objective optimization frame-

ork for relay selection and transmission rate assignment, opti-

izing for different criteria on a case-by-case basis. 

.1. Problem formulation 

We introduce the following notation: 
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2 A solution vector for the original problem is Pareto optimal iff it is not possi- 

ble to move from that point and improve at least one objective function without 

negatively affecting any other objective function. 
• R = { r 0 , r 2 , . . . , r m 

} is the set of available rates, where r 0 = 0 de-

notes no transmission, and r 0 < r 1 < r 2 < . . . < r m 

. 

• A is the set of the k potential transmitters (AP and potential

relays). 

• e ( i ) is the energy cost for node i to transmit a bit of informa-

tion at the maximum transmitter output power allowed by the

regulator. 

• S i,r is the set of nodes directly reachable by node i when trans-

mitting at rate r , including the transmitter i itself. Note that, by

definition, S AP,r 1 
= V, i.e., all stations in the BSS can be reached

by the AP when transmitting at the lowest available rate (oth-

erwise, they are not part of the BSS). 

The purpose of our scheme is to select a transmission plan

p = [ a 1 . . . a k ] , where a i ∈ R is the assigned rate for potential trans-

itter i ∈ A , considering the following optimization criteria for

ata delivery: 

ompletion time. This is an expression of the time it takes to de-

iver 1 bit under a specific transmission plan. With the assumption

hat transmissions are carried out sequentially (i.e., no simultane-

us transmissions are possible), the completion time under trans-

ission plan p is given by: 

 (p) = 

k ∑ 

i =1 
a i > 0 

1 

a i 
. (1) 

here are cases where we can sacrifice reliable delivery in the in-

erest of speed. Namely, we may be more interested in serving a

ubset of the clients at the highest possible rate, even if this would

ean that others could suffer data losses. In this case, optimizing

or completion time should have more weight in the relay selec-

ion process. 

eliability. Conversely, there are cases when reliable delivery is the

ain objective. In this case, our algorithm should guarantee that

lients will be sent the data they have subscribed for at a rate that

inimizes errors. Selecting relays to improve performance is possi-

le, but always minimizing the risk of unreliable delivery. Our ex-

ression of reliability is the number of clients capable of receiving

he transmitted information under a specific transmission plan: 

(p) = 

∣∣∣∣∣
k ⋃ 

i =1 

S i,a i 

∣∣∣∣∣. (2) 

nergy cost. In typical WLAN settings, some of the clients are on

attery power. Selecting these devices as relays means that their

attery will be exhausted sooner. Thus, minimizing the total en-

rgy cost, given by the following formula, is another objective: 

(p) = 

k ∑ 

i =1 
a i > 0 

e (i ) . (3)

ssuming that all nodes always use the same fixed transmission

ower level, we use a simple model where the energy cost for the

ransmission of a bit is constant, irrespective of the rate used and

he wireless hardware, therefore 

 (i ) = 

{
ε if node i is on battery power 

0 otherwise 
. (4) 

e should remark that this model does not directly capture the to-

al energy cost of a transmission plan for a node, which is a func-

ion of the volume of data relayed. 

Ideally, the system designer should aim to maximize reliability,

hile minimizing completion time and energy cost. At the same
ime, specific constraints may be in place. For example, a mini-

um number of clients should receive publications under a spe-

ific scope, while for another scope it is possible that a deadline for

he delivery of the requested information should be respected (e.g.,

n case of a real-time multimedia streaming application). Also, en-

rgy constraints could be defined. Therefore, we formulate this op-

imization problem as follows: 

aximize 
p 

F (p) = [ C(p) − T (p) − E(p)] 

subject to C(p) − C min ≥ 0 , 

T max − T (p) ≥ 0 , 

E max − E(p) ≥ 0 . 

(5) 

he above expression includes example constraints. C min denotes

he minimum size of the set of covered clients, T max is the maxi-

um allowed completion time, and E max is the maximum allowed

nergy cost. 

To deal with conflicting objectives, we take information seman-

ics into consideration. For example, imagine that clients have sub-

cribed for data published under the “emergency” and the “en-

ertainment” scopes. Emergency data should reach all clients (and

ight thus be multicast at lower rates for reliability), while en-

ertainment data could be sent faster but tolerating some loss of

nformation. 

Decisions on determining different transmission plans per in-

ormation scope by appropriately weighting conflicting criteria are

ossible. We define vector W = [ w C w T w E ] , where w C , w T , and w E 

re the weights of the reliability, completion time and energy cost

bjectives and w C + w T + w E = 1 . 

Since there is typically no solution which optimizes all objec-

ives simultaneously, we apply a scalarization [34] approach, where

e instead solve a scalar optimization problem, attempting to min-

mize the distance of the solution from an ideal ( utopian ) refer-

nce point. We select the weighted Chebyshev norm as our dis-

ance function, given by 

 

(F,p,W,z u ) ∞ 

= max (w C | C(p) − C u | , w T | T (p) − T u | , w E | E(p) − E u | ) (6) 

here z u = (C u , T u , E u ) represents the utopian point. The weight

ector expresses the importance of each criterion in the selection

f the final solution among a set of Pareto optimal 2 solution vec-

ors for the original problem. 

An issue yet to be tackled is that the three components of F ( p ),

he function vector to optimize, have different units and orders of

agnitude. The functions thus need to be properly transformed

ia a normalization process. We apply the upper-lower-bound ap-

roach [35] to normalize them, and the transformed functions fol-

ow: 

 

(t) (p) = 

C(p) − c min 

c max − c min 

, (7) 

T (t) (p) = 

t min − T (p) 

t max − t min 

, (8) 

E (t) (p) = 

e min − E(p) 

e max − e min 

, (9) 

here C ( t ) , −T (t) , and −E (t) are the transformed objective func-

ions to maximize, ∗min , ∗max are the minimum and maximum

alues respectively that each objective function can take, and

he function vector to optimize becomes F (t) (p) = [ C (t) (p) −
 

(t) (p) − E (t) (p)] . We derive the minimum and maximum values

s follows: 
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Algorithm 1 SELECT-CANDIDATES(G, k). 

Input: Rate Graph G = (V, E) , size of candidate set k , set of avail- 

able rates R 

Output: Candidate set A 

/* v 1 ∈ V is the source (AP), added to A by default. */ 

1: A = { v 1 } 
/* Calculate the weighted degree of all client nodes. */ 

2: for all e = (u, v ) ∈ E do 

3: u.degree = u.degree + e.weight

4: v .degree = v .degree + e.weight 

5: end for 

/* Find the top-(k-1) clients based on their degree. */ 

6: for i = 1 to k − 1 do 

7: a = max _ degree (V ) ; A = A ∪ { a } ; V = V \ { a } 
8: end for 
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Reliability: The maximum value corresponds to the case where

all n clients are covered, while the minimum is when no client

receives data, thus c max = n and c min = 0 . 

Completion time: The best case is when all clients are covered

with a single transmission at the maximum rate, thus t min = 

1 
r max 

.

Conversely, in the worst case, there are k transmissions at the low-

est rate and, therefore, t max = 

k 
r min 

, where k is the number of po-

tential transmitters and r min , r max are the lowest and the highest

available transmission rates respectively. 

Energy cost: In the worst case, all potential relays are battery-

powered and are selected to transmit, i.e., e max = (k − 1) ε. Note

that the AP is always assumed to operate on a power supply. On

the other hand, e min = 0 when no transmission is carried out by a

battery-powered device. 

The transformed objective functions can now be used to mini-

mize (6) . The problem to optimize thus becomes: 

minimize 
p 

L 
(F (t) ,p,W,z (t) 

u ) 
∞ 

subject to C(p) − C min ≥ 0 , 

T max − T (p) ≥ 0 , 

E max − E(p) ≥ 0 . 

(10)

As a reference point we use z (t) 
u = (1 , 0 , 0) , which represents an

ideal solution with full client coverage, minimum completion time

and zero energy cost. (We use normalized values for each of the

dimensions of z (t) 
u .) 

4.2. Relay selection algorithm 

Problems related to selecting a set of relays to rebroadcast mes-

sages, at the same time covering all clients, and potentially at-

tempting to maximize/minimize an objective (e.g., maximize the

number of high rate transmissions) have been shown to be NP-

hard by reduction to the minimum set covering problem [8,36] . For

example, to evaluate the L ∞ 

distance function for all potential rate

assignments in a brute-force manner, one would need O (| R | n ) time

(if the distance function can be evaluated in constant time), where

R is the set of available rates and n the number of clients. How-

ever, simple heuristic algorithms can prove efficient in the settings

we study. 

Based on the proposed optimization framework, we present a

heuristic algorithm for selecting an appropriate set of relays and

the respective rates for two-hop wireless multicast transmissions.

Our approach is to limit the search space of potential solutions

to evaluate. Our algorithm operates in two steps: First, we limit

the number of potential relays to a small constant value, based on

some heuristic criterion (step 1), and then we select the optimal

relay-rate assignment within this small set (step 2). 

4.2.1. Step 1: selection of a candidate relay set 

First, a set of nodes of fixed size (input parameter) are selected

as candidates for relay transmission ( Algorithm 1 ). Our goal is to

select nodes which are well connected, in the sense that they can

reach a large number of other clients at a high rate. For this pur-

pose, our heuristic algorithm selects the k − 1 nodes with the high-

est weighted degree, which we define as the sum of weights of the

edges incident to a node in the rate graph. 

The complexity of the algorithm is O (| E| + (k − 1) | V | ) : To cal-

culate node degrees (lines 2 − 5 of Algorithm 1 ), each edge needs

to be inspected once, while selecting the top- (k − 1) nodes (lines

6 − 8 ) takes O ((k − 1) | V | ) time. Parameter k is a constant and is

typically small. If the wireless network topology can be assumed

relatively stable, which in turn implies a stable rate graph, this al-

gorithm need not be executed frequently. 

Note that other heuristics applying different criteria or con-

straints are possible. For example, one may select a fixed random
ubset of nodes, select only nodes which are not battery-powered,

tc. 

.2.2. Step 2: rate assignment 

With a fixed-size set of candidate relays in place, transmission

ates are assigned with the aim of attaining specific performance

bjectives under specific constraints. In this step (see Algorithm 2 ),

lgorithm 2 ASSIGN-RATES(G, R, A, L ∞ 

). 

nput: Rate Graph G = (V, E) , set of available rates R , candidate

transmitter set A , distance function L ∞ 

utput: Optimal transmission plan p ∗

1: p ∗ = NULL ; l ∗ = ∞ 

2: for each potential rate assignment p do 

3: Calculate C(p) 

4: Calculate E(p) 

5: Calculate T (p) 

/* Ensure that constraints are not violated. */ 

6: if C(p) < C min or T (p) > T max or E(p) > E max then 

7: go to next assignment 

8: end if 

/* Evaluate distance function. */ 

9: l = L 
(F (t) ,p,W,z u ) 
∞ 

/* Check if this solution improves the current best. */ 

10: if l < l ∗ then 

11: p ∗ = p; l∗ = l 

12: end if 

13: end for 

ll potential | R | k rate assignments are evaluated. With k and the

umber of available rates being small constants, the number of as-

ignments to examine is limited. For example, the IEEE 802.11a and

EEE 802.11g standards specify 8 distinct OFDM data transmission

odes ({6, 9, 12, 18, 24, 36, 48, 54} Mbps), while 4 rates are avail-

ble for IEEE 802.11b. Especially for small WLANs, k ≤ 3 could be

onsidered a realistic choice. 

For each rate assignment, the algorithm needs to evaluate the

hree objective functions and the respective constraints. Since k is

onstant, calculating the energy cost (line 4) and the completion

ime (line 5) take O (1) time. Calculating the number of nodes cov-

red under a specific assignment (line 3) has an O (| V |) worst-case

ime complexity. 
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Fig. 2. Solution space for the numerical example presented in Section 4.3 . Since this is a three-dimensional problem, we visualize the solution space in pairs of objective 

functions. Objective function values are normalized and as a reference point we select z (t) 
u = (1 , 0 , 0) . Points in the shaded regions are feasible solutions and square points 

represent optimal solutions for different weight vectors. 
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Table 1 

Performance comparison. 

w C w T Our scheme Baseline Assignment 

(AP, B, C) 

0 .0 1 .0 0 .0 0 .308 {54, 0, 0} 

0 .1 0 .9 0 .035 0 .277 {54, 54, 0} 

0 .2 0 .8 0 .05 0 .246 

0 .3 0 .7 0 .075 0 .215 

0 .4 0 .6 0 .1 0 .185 

0 .5 0 .5 0 .125 0 .154 

0 .6 0 .4 0 .123 0 .123 {6, 0, 0} 

0 .7 0 .3 0 .092 0 .092 

0 .8 0 .2 0 .062 0 .062 

0 .9 0 .1 0 .031 0 .031 

1 .0 0 .0 0 0 
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.3. A numerical example 

.3.1. Settings 

We demonstrate the operation of our algorithm applying it to

he example wireless topology of Fig. 1 . We assume that r a = 54

bps, r b = 6 Mbps and the number of candidate transmitters (AP

nd potential relays) is k = 3 . All clients are battery powered, so

hey have a fixed cost for each relay transmission, which we set

o ε = 1 unit. The output of our algorithm depends on the specific

onstraints. Assume that all clients have subscribed for an informa-

ion item, for which there are the following constraints: (i) at least

alf of the clients receive it ( C min = 2 ), (ii) at most 1 relay trans-

ission by a battery-powered device is allowed ( E max = 1 ), and (iii)

he transmission plan should take at most T max = 0 . 35 (i.e., a little

ore than the duration of a transmission plan with two low-rate

ransmissions). 3 

.3.2. Algorithm operation 

The first step of the algorithm will select nodes B and C as can-

idate relays, since they are the ones with the highest weighted

egree (equal to 2 r a + r b ). Then, the second step assigns trans-

ission rates to the set of potential transmitters under a specific

eight combination and the constraints above. In Fig. 2 we show

the objective function values of) all potential rate assignments and

he respective constraints. Each axis corresponds to a different ob-

ective function and straight lines represent reliability (coverage),

ompletion time, and energy constraints. All values are normalized.

oints within the shaded region correspond to feasible solutions

nd the optimal ones, under different weight vectors, are marked

ith a square. Each point represents a single solution (rate assign-

ent), which however has a different L ∞ 

distance value for differ-

nt weight combinations. For example, relay plan p 1 = [ 54 54 0 ]

overs 3 nodes, has a completion time of 2 
54 and an energy cost

f 1. For a weight vector which gives priority to solutions having

arge coverage, e.g., w 1 = [ 0 . 8 0 . 0 0 . 2 ] , this solution is subop ti-

al, while it is the optimal solution for the weight combination

 2 = [ 0 . 2 0 . 0 0 . 8 ] , which values more small completion times.

ote also that there might be multiple points overlapping, since

ifferent assignments could lead to the same objective function

alues. 

.3.3. Comparison with a baseline scheme 

For the above configuration, we quantify the improvements

rought by our scheme compared to a default Wi-Fi multicast

cheme where all transmissions take place at the lowest rate and

o relay transmissions are possible. For simplicity, we present re-

ults fixing the weight of the energy cost objective function to
3 For simplicity, in the remainder of the paper, the completion time criterion and 

elevant constraints will express the time it takes for the delivery of 1 Mb, rather 

han 1 bit. 

a  

c

 E = 0 , which implies that the energy cost does not play any role

n selecting the optimal solution. However, the energy constraint

 E max = 1 ) remains and needs to be respected; thus, selecting both

odes B and C (see Fig. 1 ) as relays is not feasible. 

Table 1 shows the L ∞ 

distance value (weighted Chebychev

orm) of the optimal solution selected by our algorithm compared

o that of the default multicast scheme (baseline). The same rate

ssignment has different distance value for different weights of the

bjective functions ( w C and w T , for the reliability and completion

ime objectives respectively). In this example, when w C ≥ 0.6, our

echanism selects the default low-rate transmission. In all other

ases, our scheme achieves superior performance in terms of min-

mizing the distance from the reference point. 

. Performance evaluation 

.1. Packet-level simulations 

To demonstrate the benefits of our scheme in more practical

erms and to more realistically evaluate its behavior, we present

acket-level simulations on the example topology of Fig. 1 . In par-

icular, we implemented our architecture on top of the Blackad-

er [9] ICN prototype 4 and used ns3 [37] to simulate the underly-

ng Wi-Fi stack. It should be noted that Blackadder is implemented

sing the Click modular router framework [38] . Taking advantage

f the available click-ns3 bridging functionality, it is possible to

un the native ICN code without changes, on top of a simulated

etwork substrate. 

Our experience developing this simulator has given us some

urther practical insight on the implementation of the proposed

rchitecture. Our mechanisms do not involve changes in the IEEE
4 The source code of the Blackadder prototype is available here: https://github. 

om/fp7-pursuit/blackadder . 

https://github.com/fp7-pursuit/blackadder
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Table 2 

Jain’s fairness index for different transmission 

strategies. 

Default, single low-rate tx 0 .997 

Relay-based 0 .92 

No relays, different rate per scope 0 .842 

No relays, single high-rate tx 0 .689 
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802.11 MAC and can be implemented at the driver level (and

above). For more implementation details, see Section 6 . 

We simulate the wireless channel using a combination of the

Nakagami-m fading model and a three-log-distance propagation

loss model. Our settings correspond to an indoors environment

with significant propagation loss and fading effects. 

Content publisher applications are operating at the AP (for sim-

plicity) and publish data under specific scopes, to which we as-

sume all four stations to subscribe. At the same time, the AP sub-

scribes to a specific scope where stations publish their SNR reports

periodically (every 1 s, which is a relatively aggressive choice). 

We simulate an environment where clients simultaneously ac-

cess different services with heterogeneous performance require-

ments. In particular, each client subscribes to two different scopes.

For each of these scopes, the respective publisher application at

the AP generates traffic at a specific constant rate. A low-rate (LR)

application generates data at B LR = 1 Mbps , and a high-rate (HR)

one at B HR = 10 Mbps . For the former, the publisher has specified

a strict reliability constraint such that all four subscribers must re-

ceive the published content ( C min = 4 ), and there are completion

time constraints which depend on the application throughput de-

mands: For the LR application T max = 

1 
B LR 

= 1 , while for the HR one

T max = 

1 
B HR 

= 0 . 1 . 

As in the numerical example of Section 4.3 , we assume only

two distinct data rates (6 Mbps, 54 Mbps). The BSS uses the IEEE

802.11a standard. After the execution of our relay/rate selection al-

gorithm, the following transmission plans which satisfy the speci-

fied constraints are generated for each scope: 

• p LR = [ 6 0 0 ] 

• p HR = [ 54 54 0 ] 

It should be noted that stations which are far from the trans-

mitter suffer significant loss if data are transmitted at a high rate,

but can still decode some information. 

We compare our mechanism to the following strategies: (i)

The default IEEE 802.11 single low-rate transmission strategy at

6 Mbps, (ii) a single high-rate (54 Mbps) transmission strategy,

and (iii) a mechanism which uses a different transmission rate per

scope (6 Mbps for the LR application and 54 Mbps for the HR one),

but does not utilize relays. Our comparison is carried out in terms

of the achieved application-level packet delivery ratio (PDR), i.e.,

the fraction of data generated from the application which were

eventually delivered to a subscriber, and in terms of fairness with

respect to the PDR achieved among all simultaneous subscriptions.

The metric we selected to evaluate fairness is Jain’s Fairness In-

dex [39] . In our context, it is given by the following formula: 

J = 

( 
∑ n 

i =1 
P DR i ) 

2 

n 

∑ n 
i =1 

P DR 

2 
i 

, (11)

where PDR i is the achieved packet delivery ratio for the i −th sub-

scription out of the total n = 8 subscriptions of the four users in

the BSS. Therefore we calculate J across all concurrent application

“flows” of all users. J is bounded between 0 and 1; higher values

indicate higher fairness. 

Fig. 3 shows the achieved application-level packet delivery ra-

tios per station (subscriber) and per application (scope) under

the different transmission strategies we compare. As shown, when

using the default IEEE 802.11 low-rate mechanism, there is not

enough capacity to sustain the total application data rate, which

leads to poor performance for both applications ( PDR < 0.5 for all

nodes and for both the HR and LR applications). Very low PDR can

be seen as a violation of the reliability constraint of the LR appli-

cation. 

Conversely, the strategy which always transmits data at the

highest rate leads to fairness issues: Stations reachable at a high
ate will achieve a PDR close to 1.0 for both applications, while

he others will suffer very poor performance due to most packets

eing undecodable and, thus, dropped. A scheme which transmits

ata with a different rate per scope, based on the latter’s through-

ut requirements, can score better. Still, this strategy does not ex-

loit relaying opportunities, thus failing to reach distant stations at

 high rate. Our scheme outperforms it by activating node B as a

elay which can reach node E at 54 Mbps. 

Our scheme also achieves a good tradeoff between fairness and

erformance. As Table 2 shows, it improves on fairness compared

o two of the competitive strategies, while at the same time out-

erforming them in terms of PDR. The fact that it has a lower fair-

ess index than the default low-rate transmission scheme is rea-

onable, since the latter results in a similar PDR for all flows, which

s however unacceptable for both types of applications. 

We should note that our experiments also account for the sig-

aling overhead due to the transmission of SNR reports. However,

his is minimal, especially for a network of this size. An SNR re-

ort contains O ( n ) 7-byte records (6 bytes for the MAC address of

 station in range and 1 byte for the SNR value in dB), where n

s the total number of stations in the BSS. Transmission plan up-

ates also incur minimal overhead: A broadcast message from the

P instructing all clients to update their state about the transmis-

ion schedule for a specific scope identifier requires 7 bytes per

otential transmitter (MAC address and transmission rate index);

n practical cases, the number of potential transmitters would be

 < 5. 

.2. The effects of limiting the set of available rates 

As described in Section 4.2 , also supported by the experimental

easurements of Section 5.7 , the size of the set of available rates

as significant impact on the execution time of our algorithm. In

his section we show that by limiting the set of available rates,

ur relay selection and rate assignment mechanism still achieves

erformance improvements. 

We applied our algorithm for two different rate sets: (i)

he full set of rates specified by IEEE 802.11g, i.e., R 1 =
 0 , 6 , 9 , 12 , 18 , 24 , 36 , 48 , 54 } Mbps, and (ii) a reduced set R 2 =
 0 , 6 , 18 , 54 } Mbps, where zero rate signifies no transmission. We

ssume that a specific rate is achievable when the distance be-

ween two devices is less than a specific threshold. 

We programmed a custom high-level simulator and generated

andom WLAN topologies of 10 clients uniformly distributed in a

0 m range around an AP. We fixed the weight of the energy cost

bjective to w E = 0 . 2 and measured the distance ( L ∞ 

) from the ref-

rence point of the solution selected by each scheme for various

ombinations of the weights of the other objectives. Lower dis-

ance value indicates higher performance. For each random topol-

gy, we also calculated the performance of the default single low-

ate transmission scheme for comparison. Fig. 4 shows a compari-

on between the three schemes. Each point is the mean of 100 it-

rations (presented with 95% confidence intervals), where, at each

teration, the three schemes were applied to the same random

opology and the L ∞ 

value of the optimal solution was measured.

he number of potential transmitters was fixed to k = 3 , all the

lients were assumed on battery power (thus, their transmissions
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Fig. 3. Packet delivery ratio per user for the two simultaneous applications (HR, LR). The labels on the horizontal axis include the rates per transmitter in the form (AP, relay 

1, relay 2), where 0 denotes no transmission. 

Fig. 4. The effects of using a reduced set of transmission rates. In random topologies of 10 clients and allowing at most 2 relay transmissions, and under reliability, energy 

cost and completion time constraints, limiting the set of available rates incurs a modest performance penalty. We fix the weight of the energy cost criterion to 0.2. The 

baseline curve corresponds to the default mechanism of using a single transmission at a low rate. 
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ad an energy cost), and there were the constraints of C min = 5

half of the clients receive the content), E max = 1 (transmission

ost is fixed to ε = 1 and at most one relay transmission by a

attery-powered device is allowed), and T max = 0 . 35 (i.e., a little

ore than the duration of a transmission plan with two low-rate

ransmissions). As shown in Fig. 4 , running time improvements

re achieved at the expense of reduced rate assignment perfor-

ance. However, both cases (full vs. limited rate set) clearly out-

erform the default IEEE 802.11 single-transmission low-rate mul-

icast scheme and the modest performance penalty of using a re-

uced rate set may motivate its application, if running time is a

oncern. Note that, in this example, when w C is large, our mech-

nisms may select the default single low-rate transmission due to

he importance of the reliability objective. 

In a similar fashion, we repeat the experiment this time set-

ing w C = 0 . 2 and varying the energy cost and completion time

eights, to simulate cases where energy efficiency matters. For the

ame settings, the results are shown in Fig. 5 . We observe a sim-

lar pattern. Our scheme outperforms the default low-rate trans-

ission in most cases, suffering a modest performance penalty in

erms of optimality when reducing the set of available rates. When

nergy savings become critical (large w E values), and given that
 l  
ll clients in this experiment are assumed to operate on battery

ower, the performance gains of our scheme diminish; in such

ases, our mechanism favors transmission schedules which do not

nvolve relays. 

.3. The role of the number of relays 

Another configuration option which can affect the performance

in terms of the distance from the reference point) and the execu-

ion time of our scheme is the size of the set of candidate relays.

o quantify the effects of this parameter, we simulated random

opologies of 10 clients and measured the performance of our

cheme using a reduced rate set, for potential transmitter sets of

ize k = 2 . . . 6 . (When k = 2 , there is at most 1 relay.) We used the

ame configuration, except for the candidate transmitter set size

nd applied the same constraints ( C min = 5 , E max = 1 , T max = 0 . 35 )

s in our previous experiments, again fixing the weight of the

nergy cost criterion to w E = 0 . 2 . Fig. 6 shows the absolute differ-

nce (higher values are better) between the L ∞ 

value achieved by

ur algorithm for each value of k and as a function of the weight

ombination applied, and the one achieved by the default single

ow-rate multicast transmission. Each point is the mean of
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Fig. 5. Behavior of our system for varying values of the energy cost criterion ( w E ). The results shown in the figure are obtained in random topologies of 10 clients, allowing 

for at most 2 relay transmissions, and satisfying reliability, energy cost and completion time constraints. In this case, we fix the weight of the reliability criterion to w C = 0 . 2 . 

The baseline curve corresponds to the default mechanism of using a single transmission at a low rate. 
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Fig. 6. The effects of the relay set size in random topologies with 10 clients and under coverage and completion time constraints. We fix the weight of the energy cost 

criterion to 0.2. 
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100 iterations presented with 95% confidence intervals.

Fig. 6 shows that in these settings, increasing the number of

potential transmitters to a value beyond 3 does not significantly

improve performance. On the other hand, in Section 5.7 we ex-

perimentally demonstrate that such a choice would have severe

effects in the running time of the algorithm. 

5.4. Alternative candidate selection strategies 

Our candidate selection algorithm ( Algorithm 1 )) selects poten-

tial relays based on their connectivity properties; nodes that can
each larger sets with high rates are favored. However, other strate-

ies are possible. For instance, when energy consumption is a con-

ern, a different approach could be to put more focus on energy

avings. Therefore, an alternative strategy would be to select a ran-

om subset of nodes that operate on power supply as candidate

ransmitters. (We term this strategy energy-based .) 

In Fig. 7 we present a comparison between three alterna-

ive candidate selection approaches: (i) Our weighted-degree-based

cheme ( Algorithm 1 ), (ii) the energy-based approach, and (iii)

 scheme which selects a random candidate relay set. In ran-

om topologies of 10 nodes, using the full set of available rates
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Fig. 7. Comparison of different candidate relay transmission schemes in random topologies with 10 clients and under coverage and completion time constraints. We fix the 

weight of the energy cost criterion to 0.2. 
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nd fixing the weight of the energy cost objective to w E = 0 . 2 ,

lgorithm 1 outperforms the other candidate set selection alter-

atives in terms of the absolute difference from the L ∞ 

distance

chieved by the default single low-rate transmission scheme. In

his example, there are coverage ( C min = 5 ) and completion time

 T max = 0 . 35 ) constraints and k = 3 . Each value is the mean of

00 iterations, presented with 95% confidence intervals. Note that

n a configuration where the weight of the energy cost criterion

ould be higher, the energy-based candidate selection strategy

ould yield more favorable results. 

.5. The role of client spatial distribution 

In the simulations presented thus far, except for those involving

he fixed topology of Fig. 1 , we assumed that station locations are

elected uniformly at random. In this section, we revisit this as-

umption and compare the performance of our scheme under three

ifferent spatial distributions: 

• Uniform, where stations are placed uniformly at random within

a fixed (30 m) radius around the AP, as in the experiments thus

far. 

• Clustered, where each station is placed in one of two clusters.

The center of each cluster is placed uniformly at random in a

radius of 20 m around the AP, and each station is located within

a 10 m range around one of the two (with equal probabil-

ity) cluster centers. This could correspond to situations where

groups of users are accessing the network from approximately

the same locations or are located close to points of interest

within the coverage area of a BSS (e.g., groups of users in dif-

ferent meeting rooms). 

• A case where the BSS coverage area is divided in three zones

of equal width centered around the AP. Each client is placed in

one of these zones with a probability that increases the closer

a zone is to the AP. This case simulates environments where

client density is higher near the AP. 

With respect to the other simulation parameters, we fix the

eight of the energy cost criterion to w = 0 . 2 and vary w and
E C 
 T . We use the same constraint values as in Section 5.2 and ap-

ly the full rate set for our mechanism. We simulate topologies

f 10 clients distributed uniformly, in clusters, or in zones, and

resent our results in Fig. 8 in comparison with the baseline strat-

gy (each point is the mean of 100 iterations presented with 95%

onfidence intervals; lower distance values stand for better perfor-

ance). Note that the baseline strategy has the same performance

n terms of the L ∞ 

value irrespective of the spatial distribution

f clients, since, by design, single low-rate transmissions reach all

lients in the BSS, thus resulting to the same coverage, completion

ime and energy cost values. Fig. 8 indicates that the gain of our

echanism is higher for non-random topologies, where it can bet-

er exploit relaying opportunities. 

.6. Comparison with the optimal solution 

Our algorithm is heuristic and this can cause the solutions

ound to be suboptimal. Here we provide some experimental ev-

dence that these solutions and not far from the optimal. We com-

are our algorithm with an exact one, which finds the optimal

olution by evaluating all potential relay-rate assignments for a

iven rate set (full or reduced). This brute-force exact algorithm

as exponential complexity and can only be run at reasonable

imes (even on a powerful desktop workstation) for small topolo-

ies. As Fig. 9 shows, in a BSS with 7 clients uniformly distributed

n the AP’s range, and when the full rate set is used, our algorithm

roduces solutions very close to the optimal. Out of our heuris-

ics, reducing the number of available rates appears to result in

 more noticeable performance degradation. In our tests, the ex-

ct algorithm, when operating on a reduced rate set, has worse

erformance than the heuristic one that uses the full rate set. We

hould note that since the topology is small, in order to eliminate

he probability that no relays can be used due to energy cost con-

traints (in such cases, the exact algorithm returns the same so-

utions as ours, i.e., a single transmission at the optimal rate for

he given criteria), we have set E max = ∞ (unconstrained) and ig-

ore the energy cost criterion. Coverage and completion time con-

traints are the same as in our previous simulations and the size
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Fig. 8. The effects of client station distributions. Our mechanism achieves better performance for non-uniform topologies. 

Fig. 9. Comparison with an exact algorithm which finds the optimal solution for a network topology with 7 clients. The exact (optimal) algorithm operates either on the 

full (“Full rate set-optimal”) or the reduced (“Reduced rate set-optimal”) rate set. The energy cost criterion and constraint are not used. 
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6.48 s. 
of the potential transmitter set is k = 2 (at most one relay). Each

reported value is the mean of 100 iterations presented with 95%

confidence intervals. 

5.7. Running time measurements 

To verify the feasibility of our approach, we carried out a set

of experiments on a typical Wi-Fi hardware platform. We mea-

sured the running time of our relay and rate selection algorithm

( Algorithms 1 and 2 ) for various network sizes and configuration

settings on a Linksys WRT54GL v1.1 AP, which features a 200 MHz

MIPS processor, 16 MB of RAM and 4 MB of permanent storage

(flash card), with the OpenWrt 8.0.9 Linux distribution. Fig. 10

shows the results of our experiments for different available rate

sets, numbers of potential transmitters and network sizes. Each re-
orted value is the mean of 10 runs of the algorithm for different

andom rate graphs of the same size, and we experimented with

raphs with a number of vertices (AP and clients) ranging from 20

o 100. Note that these network sizes are not always typical, espe-

ially for home WLANs, where the number of devices connected to

 single AP is expected to be much lower. We found that using the

educed rate set R 2 ( Fig. 10 a), and assuming a BSS with 20 clients

nd k = 3 potential transmitters, the algorithm takes 7 ms to ex-

cute on average, while for the full rate set it increases to 71 ms

 Fig. 10 b). The increase in execution time by orders of magnitude

hen the full set of rates is used can render the algorithm imprac-

ical under some circumstances (e.g., for larger numbers of relays).

or example, for k = 5 , the respective numbers are 114.2 ms and
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Fig. 10. Performance measurements on a Wi-Fi AP hardware platform (200 MHz MIPS CPU). Both figures show running time measurements for random rate graphs of 

varying sizes and for different candidate transmitter set sizes. In Figure a the set of available transmission rates is restricted to {0, 6, 18, 54} Mbps, and thus the lower 

execution times. In Figure b, the full set of IEEE 802.11a/g rates was used (i.e., {0, 6, 9, 12, 18, 24, 36, 48, 54} Mbps, where zero rate indicates that the station is not activated 

as a relay). 
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5 Note that in the event that our algorithm finds no feasible solution (i.e., the 

constraints cannot be satisfied under any of the examined rate assignments), it falls 
As shown in the figures, the running time of our algorithm is

ominated by the second step, i.e., the rate assignment. Our mea-

urements further indicate that running time does not heavily de-

end on the number of users, making it feasible even in large

LANs. The algorithm can be executed each time a user subscribes

o a content publication and when the rate graph changes, there-

ore relatively infrequently. It is up to the operator of the WLAN

o adapt the parameters of the algorithm to achieve the desired

alance between running time and optimal rate assignment by re-

tricting the number of potential transmitters or, importantly, the

et of available rates, based on the conditions in his network (e.g.,

umber of associated clients); this adaptation procedure could also

e automated. 

.8. Use case: scalable video multicast 

To highlight the flexibility of our scheme and demonstrate

uantitatively the performance improvements it can bring about

n user experience terms, we study a practical use case where we

pply our relay-based delivery mechanisms for the dissemination

f scalable video content. 

.8.1. Scalable video coding 

We focus on a video streaming application where content is

ncoded using H.264/SVC [40] . This encoding allows for multiple

ideo representations stored in a single file. The video is composed

f a base layer necessary for decoding, backwards-compatible with

.264/AVC, and of potentially multiple enhancement layers, each

mproving video quality, but also increasing bandwidth demands.

calability is achieved in the spatial (resolution), temporal (frame

ate) and quality (encoding/quantization) domains. Each layer is or-

anized in Network Abstraction Layer Units (NALU), i.e., network-

ayer-independent transport units. 

A specific rate may not be capable of accommodating the

hroughput required by a specific layer. Even if timely delivery

ere not a concern and only low-rate transmissions took place, al-

hough more clients would be able to receive higher video layers,

ow-rate transmissions would occupy the channel more and would

e a waste of resources for other potential traffic flows competing

or medium access. 

.8.2. Configuration 

Each video layer belongs to a different scope, each having

ifferent requirements: The base layer, necessary for decoding,
as strict reliability constraints but lower throughput demands.

onversely, enhancement layers have higher bitrates but are not

trictly necessary for a user to view the video. Therefore, for the

ase layer ( L 0 ) we set a reliability constraint of C 
L 0 
min 

= n, where

 is the number of clients (i.e., all clients should receive it). At

he same time, to promote high rate transmissions for the base

ayer and save on channel resources, we set the reliability weight

o w C = 0 and the completion time weight to w T = 1 . 0 ; the cover-

ge constraint will ensure reliable delivery. For other video layers,

e can relax reliability constraints. Importantly, since each layer

 i has different throughput requirements, we can add completion

ime constraints T 
L i 

max for enhancement layers appropriately. For in-

tance, if the bitrate of layer L i is b i , the completion time constraint

or the respective scope can be set to T 
L i 

max = 1 /b i . As an example,

n the experiments that follow, we assume that b 0 = 1 , b 1 = 10 and

 2 = 15 Mbps; these values can be considered realistic for high-

efinition video streaming. 

In this example, there are two enhancement layers ( L 1 , L 2 ),

or which we fix the reliability constraint to C 
L 1 
min 

= 0 . 3 n and

 

L 2 
min 

= 0 . 2 n respectively. We set the reliability and completion time

eights for the scopes to which enhancement layers belong to

 C = 0 . 5 and w T = 0 . 5 , to balance between coverage and speed.

or simplicity, we ignore the energy cost criterion ( w E = 0 , no en-

rgy cost constraint). 

.8.3. Baseline strategy and user experience metrics 

Since the default single low-rate transmission strategy would

nsure coverage but could add excessive delivery delays and could

nnecessarily waste channel resources, we opted for a more so-

histicated baseline strategy: In our baseline scheme, each layer is

ransmitted at a different rate and there are no relays. The base

ayer is transmitted at a low rate to ensure that all clients receive

t, and enhancement layers are delivered at higher rates, such that

ayer bandwidth requirements can be covered. Therefore, it is guar-

nteed that all users can decode the video, while high-rate trans-

issions ensure that channel occupancy times are lower and com-

letion times are shorter. However, as we shall show, the lack of

exibility in selecting appropriate transmission rates and relays re-

ults in lower overall user experience. 5 
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Our target is to measure the Quality of Experience (QoE) that

users of the video application enjoy. The metric which expresses

it is the Mean Opinion Score (MOS), i.e., the expected rating that a

panel of users would give to the quality of the transmitted video in

an 1-5 (poor-excellent) scale. To quantify it, we apply the Pseudo-

Subjective Quality Assessment (PSQA) [41] approach. PSQA consists

in training a Random Neural Network based on experiments with

physical subjects under controlled conditions, where a set of pa-

rameters affecting quality is monitored and the ratings of users are

recorded. The trained RNN classifier can then be applied in real

time and output the expected MOS for specific values of the input

parameters. 

The PSQA methodology is generic and has been applied to a

heterogeneous set of applications. Singh et al. [42] have used it

for QoE estimation for SVC video with fixed values for the frame

rate and the spatial resolution, and with three SNR-scalable layers.

The input parameters for their tool are the frequency of Instanta-

neous Decoder Refresh (IDR) video frames 6 and the NALU loss rate

at each of the three layers. The authors have made available the

exact structure of the trained RNN they derived, which we have

reproduced and used directly in this work. 

To compare the different transmission schemes, we measure

the expected MOS for different experimental settings and the QoE

gain compared to the baseline scheme, given by (Q s − Q 0 ) /Q 0 ,

where Q s is the MOS achieved by strategy s and Q 0 is the MOS

achieved by the baseline multi-rate transmission scheme. For our

relay-based strategy we consider both using the full and a re-

stricted set of available rates. 

5.8.4. QoE improvements 

We simulated random topologies of varying numbers of users

and, for each topology, we calculated the average MOS value across

all BSS clients, as estimated by the PSQA tool. Each reported value

is the mean of 500 iterations (i.e., random topologies with the

same simulator settings) presented with 95% confidence intervals.

Also, we calculated the empirical complementary CDF (CCDF) of

the ratio of experiments in which more than a specific number of

users is served with satisfactory QoE. 

The IDR frame frequency input parameter was fixed in all ex-

periments, and, thus, ignored. If a user cannot be served at a spe-

cific rate under a specific transmission plan and layer L i is trans-

mitted at that rate, the user will not receive any of its data and the

loss rate at this layer is l i = 100% . Note that since we are not carry-

ing out packet-level simulations here, our results do not take into

account further packet losses or, conversely, cases when a client

successfully receives a frame even though it is transmitted at a rate

higher than what it is supposed to support. 

We first measured the improvements of our scheme in terms

of user experience, compared to the baseline strategy. We fixed

the number of candidate transmitters to k = 3 and varied the num-

ber of clients. As Fig. 11 a suggests, even when using a reduced set

of rates to save on execution time (circle points), our relay-based

scheme clearly outperforms the baseline strategy (lower curve)

which transmits each layer at a different rate, achieving a MOS

gain of more than 0.6. The performance improvement is also visi-

ble under a different perspective, as shown in Fig. 11 b, where the

y axis represents the ratio of experiments in which more than x

users enjoy a MOS > 3.6, which signifies satisfactory user expe-

rience. These results are obtained for 500 random topologies of
back to the baseline strategy. However, under this specific experiment configuration 

this could happen rarely (if at all). 
6 IDR frames are encoded without reference to any other frames, as is the case, 

e.g., for B or P frames in an MPEG video. Thus, they can also be decoded indepen- 

dently, and the higher their frequency, the more resilient the video is to losses, at 

the expense of higher bitrate. 

b  

(  

c  

a  

c  

t  

r

0 clients when k = 3 . In all 500 runs, the baseline strategy failed

o deliver acceptable-quality video to more than 10 out of the 40

lients. On the other hand, in all runs, our relay-based scheme

anaged to serve with acceptable quality more than 10 out of

0 users, while in more than 80% of the experiments at least 16

nd 19 out of the 40 clients were served with MOS > 3.6, in the

educed-rate (squares) and the full-rate (circles) versions, respec-

ively. 

We finally executed our algorithm for topologies with varying

umbers of clients, also varying the size k of the set of poten-

ial transmitters and measured the MOS gain. As Fig. 11 c shows,

ncreasing the number of potential transmitters does not signifi-

antly improve user experience. Although, in most cases, k = 5 (AP

nd 4 potential relays) seems to offer some minimal improvement,

hether this can be considered significant enough to justify the

dditional computational cost is up to the system’s operator. 

. Implementation considerations 

.1. Client feedback and relay plan distribution 

Our proposed mechanisms can be implemented in software, on

op of Layer 2. For example, they could be built by modifications

o the mac80211 [43] module, which is the state-of-the-art wire-

ess driver framework in modern Linux kernels. In this case in par-

icular, the appropriate hooks can be implemented on the packet

eception path inside the Linux kernel so that upstream subscrip-

ion packets and other data transmitted by neighbor stations are

racked down and analyzed, together with information on the re-

eived signal strength. 

Received signal strength values on a per-frame basis are

irectly available by modern WLAN card drivers. This infor-

ation can be conveyed to the mac80211 module over the

eee80211_rx_status data structure when a frame is re-

eived. In an alternative implementation, a station can periodically

nter monitor mode for a short time and capture frames from

eighbor stations using tools like libpcap [44] . It is then possible

o analyze these frames in user space, extracting signal strength

nformation from the radiotap [45] header attached to them by the

river. 

Station feedback (SNR reports) can be implemented using

ub/sub principles, as we have done in our ns3 implementation.

he entity responsible for running the relay selection algorithm

we can assume it to operate at the AP) subscribes to a control

cope, where clients publish their reports. Conversely, clients sub-

cribe to another scope where updates on the relay schedule are

ublished (e.g., when a new scope is added, when an existing one

s removed, or when the relay plan for a specific scope needs to be

pdated). Publications under these control scopes are transmitted

t a low rate so that even clients with poor signal conditions can

ecode them. 

.2. Relay functionality and information awareness 

An important implementation aspect is related with relay

unctionality. Each node receiving a frame with a group (multi-

ast/broadcast) destination address is responsible for identifying

f it is a PSI data packet candidate for relaying. This takes place

y examining the frame header structure. PSI “control” messages

subscribe, unsubscribe, etc.), which are detected based on the spe-

ific PSI protocol header field, are not relayed and are broadcast at

 low rate anyway, for reliability purposes. Only publication data

an be relayed. Note that since our system only supports two-hop

ransmissions, only packets coming from the AP are considered for

etransmission. 
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Fig. 11. Performance comparison of different SVC video transmission strategies. Figure a shows that our relay-based scheme, even with a reduced set of rates, outperforms 

the scheme which selects a different rate per layer, achieving up to a more than 0.6 × improvement in terms of QoE. In Figure b we present the CCDF of the ratio of 

experiments where more than a specific number of users was served with acceptable QoE (i.e., MOS > 3.6). Figure c shows that the number of potential transmitters has 

little impact on the achieved gain, regardless of the number of clients in the BSS. 
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According to IEEE 802.11 WLAN infrastructure mode seman-

ics, data frame transmissions are mediated by the AP. Therefore,

hen a station transmits a frame, the direct receiver is normally

he AP, which retransmits it towards its final destination if the

atter is another station in the BSS, or forwards it towards the

ackbone network. In the same spirit, when a station receives a

acket, it expects it to carry the BSS identifier (MAC address of the

P) in the transmitter address field. If not, the frame is rejected

t the receiver. In our case, all data are sent to a group address.

ender/receiver information is encoded in (some of) the four IEEE

02.11 MAC address fields. As per the standard, these fields are in-

erpreted in a different way based on the values of the “To DS”

nd “From DS” header fields. 7 In order for a receiving station to

dentify that a frame is sent from a relay (and thus, accept it and

ot further relay it itself) and to avoid infinite loops where the AP

eeps retransmitting to the group address a relayed packet it re-

eives, the relay node sets both “To DS” and “From DS” to zero and

ets its own as the transmitter address. 

The transmission rate for a specific frame, and whether it will

e relayed, is decided based on the transmission plan for the spe-

ific scope under which the frame has been published (this infor-

ation is extracted from the PSI frame header). The Wi-Fi software

odule on the AP and the clients needs to maintain a data struc-

ure which maps scopes with transmission/relay plans, also includ-

ng a default plan for data whose scope cannot be matched. This

ata structure is updated when a new relay plan is calculated or

emoved. 

Finally, the relay plan is to be executed sequentially. In other

ords, each relay should wait for its turn after the reception of

 packet from the AP before starting to relay it. Accurately imple-

enting sequential transmissions may not be trivial, but it is likely

o approximate: Since each node is aware of the transmission se-

uence, it can estimate the time it should wait until retransmitting

he frame by taking into account the frame size and the transmis-

ion rates to be used by its predecessors in the transmission se-

uence. Additional MAC-layer associated delays should be approxi-

ated. In scenarios where there is only one relay, which we expect

o be common in practice, this is less of a concern. 
7 DS stands for Distribution System. In infrastructure mode, a frame sent from a 

tation has the “To DS” field set to 1, and a frame transmitted by the AP has the 

From DS” field set to 1. Depending on these values, the MAC addresses on the 

rame source, the frame destination, the direct transmitter and the transmission 

eceiver may be placed in different address fields in the header. 

r  

o  

w  

o

 

n  

n  

r  

l  
. Extensions 

.1. Applying pricing schemes 

It is possible to incorporate pricing structures into the design of

elivery policies. There may be different prices for different speed

r reliability demands. Then, in order to satisfy the constraints im-

osed by clients willing to pay, the performance of others could

egrade. For example, the proposed algorithm may fail to deliver

ata to specific clients, which makes it inadequate if the latter

ave paid for particular delivery guarantees. Satisfying these clients

ould mean that others might suffer performance loss. 

.2. Considering content popularity 

Information awareness, coupled with knowledge about content

opularity (probably via an external channel) can pave the way

owards designing caching extensions. Recipients of popular con-

ent items could cache them and notify the AP. Then, this in-

ormation could be used as input to the relay scheduling algo-

ithm; transmissions from the AP could be minimized if the relay

cheduling scheme is aware that content is available at a station

hich can reach the recipient at a higher rate. Notably, caching

s used extensively, opportunistically and natively in the PSI archi-

ecture [2,3] and can be particularly applicable for multicast error

ontrol: The cache at a relay point could respond to a retransmis-

ion request from a wireless subscriber, thus avoiding propagating

eedback upstream in the multicast tree. 

.3. Extending to other ICN designs 

We have designed our mechanism with the PSI ICN architec-

ure in mind, taking advantage of the expressiveness of its scoping

echanism, combined with the capability of attaching and utiliz-

ng “metadata” about each scope’s requirements via the dissemina-

ion strategy mechanism. This architecture support for making the

elivery mechanism aware of content-specific performance crite-

ia and constraints is the main requirement in order to generalize

ur approach to other ICN designs. Therefore, other ICN schemes

hich offer a similar metadata service could be compatible with

ur design. 

In the case of CCN/NDN, relay selection functionality would

ormally be placed at the strategy layer , which sits between the

amed data layer and the underlying network technologies, and is

esponsible for optimizing resource utilization. An issue to be tack-

ed is the extent to which the architecture supports the awareness
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of application/content performance requirements. This issue is ad-

dressed by Schneider and Krieger [46] in an always-best connected

context, where a mobile terminal exploits multiple network inter-

faces to improve QoE and cost-effectiveness. They identify that ex-

isting NDN functionality is limited with respect to expressing ap-

plication requirements (and their relative importance to the end

user) and propose a profile layer , where specific performance and

cost factors and constraints (e.g., minimal bandwidth, energy cost)

are grouped in application-specific profiles. This layer exposes an

API for specifying a profile per application or per content flow,

and passes the low-level performance requirements encoded in the

profile to the strategy layer. There, they are utilized by interest

packet forwarding strategies to maximize application performance.

This enhanced CCN/NDN design appears to be more compatible

with our scheme: The profile layer would be responsible for man-

aging content requirements, criteria weights and constraints, and

the strategy layer for enforcing them in appropriate relay sched-

ules. 

8. Conclusion 

Exploiting the advantages of ICN information scoping mech-

anisms in terms of content awareness and the ability to flexi-

bly express the requirements of different content and application

types, we presented a scheme for more efficient wireless multi-

point content delivery by means of smart relay selection and trans-

mission rate assignment. Our multi-objective optimization frame-

work, which captures reliability, delivery time and energy cost

tradeoffs, and our heuristic algorithms building on it, have been

shown to outperform standard wireless multicast strategies, hav-

ing reasonable running time on commodity Wi-Fi hardware. We

further demonstrated how scalable video can be delivered using

our scheme, achieving up to 0.6 × improvement in user experience

compared to less flexible video transmission schemes. Our future

work will focus on the full implementation of the proposed mech-

anisms on top of typical wireless equipment within the existing

PSI prototype, tackling the challenges to integrate them with the

PSI architecture, improving their performance in terms of scalabil-

ity and optimality of solutions, and studying further practical use

cases. 
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