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Abstract.

We present MiniCount, the first efficient sound and
complete algorithm for finding maximally contained
rewritings of conjunctive queries with count, using con-
junctive views with count and conjunctive views without
aggregation. An efficient and scalable solution to this
problem yields significant benefits for data warehousing
and decision support systems, as well as for powerful
data integration systems. We first present a naive rewrit-
ing algorithm implicit in the recent theoretical results by
Cohen et al. [5] and identify three independent sources of
exponential complexity in the naive algorithm, includ-
ing an expensive containment check. Then we present
and discuss MiniCount and prove it sound and complete.
We also present an experimental study that shows Mini-
Count to be orders of magnitude faster than the naive
algorithm, and to be able to scale to large numbers of
views.

1 Introduction

The problem of rewriting queries using views [12, 18]
has recently received significant attention, because of its
relevance to a wide variety of data management prob-
lems: query optimization [3, 21], maintenance of physi-
cal data independence [19], data integration [13, 20] and
data warehousing and decision support [22].

In query optimization, trying to compute a query us-
ing previously materialized views can speed up query
processing, since part of the computation needed for
the query may have been done during the computation
of the views. In the database design problem, view de-
finitions provide a way to support the independence of
the physical view of the data and its logical view. This
independence allows us to modify the storage schema of
the data without having to modify its logical schema,
and to model more complex types of indices.

Data integration systems provide a homogeneous
query interface to a multitude of autonomous data
sources. The users of data integration systems do not
pose queries in terms of the schema in which the data
is stored, but instead in terms of a mediated schema.
This mediated schema is a set of relations that is de-
signed especially for a specific data integration applica-
tion. The system includes a set of source descriptions

that provide semantic mappings between the relations
in the source schemas and the relations in the medi-
ated schema. In several data integration systems the
contents of the sources are described as views over the
mediated schema. Therefore, the problem of answering
a user query, posed over the mediated schema, is equiv-
alent to the problem of rewriting it into a query that
refers directly to the source schemas.

Even though much of the early work on the prob-
lem of rewriting queries using views focused on queries
and views without grouping and aggregation, increas-
ing the expressive power of the queries and the views to
include aggregates is crucial for many important appli-
cations. It is especially important for data warehousing
and decision support applications where grouping and
aggregation are very common operations [18], as well
as for data integration applications, where the indepen-
dent sources may be statistical, may only be exporting
summary information of their contents [2], or may have
grouping and aggregation capabilities that can be ex-
ploited. For this reason, the aggregate query rewriting
problem has received a lot of attention recently [15, 7,
4, 10, 9, 5, 1].

This paper proposes MiniCount, the first efficient al-
gorithm for finding maximally contained rewritings of
queries with count using views with count and con-
junctive views without aggregation (i.e., unaggregated
views). MiniCount is inspired by and substantially ex-
tends ideas in the MiniCon algorithm [16] to generate
only contained rewritings for aggregate queries. The
queries and views are conjunctive and are evaluated un-
der bag-set semantics (i.e., evaluated under bag seman-
tics on set-valued database relations). The algorithm is
shown to be sound and complete, and it is shown to be
significantly better than the naive algorithm implicit
in recent theoretical results about aggregate query con-
tainment and rewriting [5]. In particular, we show how
the naive solution to the rewriting problem has three in-
dependent sources of high complexity, including an ex-
pensive containment check, while MiniCount eliminates
two of these three sources of complexity, including the
containment check, and often cuts down substantially
on the third. The experimental evaluation shows that



MiniCount is orders of magnitude faster than the naive
algorithm and scales well to large numbers of views.

The algorithm applies to a significant subset of SQL
that is important for data analysis and reporting,
namely (non-nested) SQL queries with GROUPBY and
COUNT (but without the HAVING clause), and can be eas-
ily extended to include SUM.

The paper is organized as follows. Section 2 discusses
related work in the area of query containment and query
rewriting for aggregate queries and views. Section 3 in-
troduces terminology and examples, and reviews and
extends the relevant existing theoretical results on ag-
gregate query containment in [5]. In Section 3.5 we
present a naive rewriting algorithm for maximally con-
tained rewritings that is implicit in recent work by Co-
hen et. al [5] and identify its sources of complexity. In
Section 4 we present MiniCount and prove it sound and
complete for count queries and count and unaggregated
views. Finally, Section 5 presents experimental results.
For a more detailed exposition of the work, including
proofs for all theorems and lemmas, see [14].

2 Related work

There has been a large body of work on rewriting
queries using views, and in particular on finding maxi-
mally contained rewritings, in a variety of settings that
do not include the presence of grouping and aggrega-
tion operations in the queries and the views, e.g., see
[8, 11]. In particular, [17] presents an efficient algorithm
for rewriting queries using views.

The problem of equivalence of aggregate queries has
been discussed in [15, 6, 9, 4], while the problem of find-
ing equivalent rewritings of aggregate queries using ag-
gregate views has been discussed in [18, 6, 7, 10]. It is
correctly observed in [5] that these papers do not use
unions of aggregate queries to rewrite aggregate queries,
and as such they miss rewriting opportunities.

Cohen et al. [6] provide rewriting templates for aggre-
gate queries, based on the kind of aggregate functions
used in the queries and the views. Afrati and Chirkova
[1] extend the results of [6] by providing more general
rewriting templates for equivalent conjunctive rewrit-
ings of various classes of conjunctive queries.

Cohen et al. [5] define and provide a solution
to the problem of query containment for aggregate
queries with expandable aggregate functions3 (such as
max,sum,count), and they also investigate the problem
of finding maximally contained sets of rewritings for
conjunctive queries with count. In particular, they pro-
vide a syntactic characterization of possible rewritings
3 Consider two multisets, M and M′, such that they have

the same elements and each element is contained in M′

with n-times greater multiplicity than in M. If aggregate
function f is expandable, then f(M′) = n · f(M).

that includes the definition of allowable rewriting tem-
plates, as well as a bound on the size of rewritings and
the exclusion of new constants from rewritings (as in
[12] for conjunctive queries). This characterization al-
lows them to show the decidability of the problem. It
also implies a naive method for computing maximally
contained sets of rewritings.

Our contribution is a provably efficient and scalable
algorithm for query rewriting using views in the pres-
ence of aggregation, and its experimental evaluation.
We work within the theoretical framework of [5], which
we extend to allow for more general rewriting templates.

3 Conjunctive count query rewriting

3.1 The Language of conjunctive count queries

Conjunctive count queries (“CCQ” in the sequel) have
the form

q(s, count) ← ϕ(z, x)

where ϕ(z, x) is a conjunction of positive (i.e., non-
negated) atomic formulas (“atoms” in the sequel) de-
fined over the EDB predicates ( i.e names of stored data-
base relations, EDB is for Extensional DataBase). Here

– s are a permutation of the variables in x
– x are the free variables,
– z are bound variables, bound by existential quantifiers,

The free variables are also the grouping variables. A
bound atom is an atom with at least one argument that
is a bound variable; otherwise, the atom is free. A CCQ
can be written in the form

q(s, count) ← ϕf (x), ϕb(z, x) ,

where ϕb is conjunction of bound atoms, ϕf is conjunc-
tion of free atoms. The core of q is the query

qc(s) ← ϕf (x), ϕb(z, x) .

Example 1. Consider a query

q(x, y, count) ← a(y), a(x), b(x, y, z).

Here s = [x, y] , x = [y, x], z = [z]. ϕf (x) = a(y), a(x)
and ϕb(z, x) = b(x, y, z). ¤

We assume the extensions of EDB predicates are sets.
The result of evaluating q over database D is denoted
qD. Formally, queries are evaluated in two phases: first,
the query core is evaluated (under bag semantics) and
produces a multiset (bag) of tuples from D. Then, the
identical tuples are grouped into equivalence classes,
and to each equivalence class the aggregation function is
applied. An assignment is a mapping of variables from x
and z to the set of constants of D. Satisfaction of an as-
signment is defined in the obvious way. For a CCQ, qD



is defined as a set of tuples (d, c), where d is a tuple of
constants assigned to s by some satisfying assignment,
and c is the number of satisfying assignments assigning
d to s. A formal definition of the semantics can be found
in [5]. A conjunctive count query q is contained in q′,
denoted q v q′, if qD ⊆ q′D for all databases D.

Let V be a set of queries (called views) over the EDB
predicates. We say that a view predicate v is in V if there
is a query in V that has v as its head. The extension
of v w.r.t. a database D is vD, i.e., it contains exactly
the tuples obtained by evaluating v on D. We denote
by DV the database D extended with extensions of the
view predicates defined in V .

Let q be a query over the EDB predicates, and r be
a query over the view predicates in V . We say that r
is contained in q modulo V , denoted r vV q, if for any
database D, rDV ⊆ qD. Equivalence modulo V , r ≡V q,
is defined as mutual containment, r vV q & q vV r.
When r vV q, we say that r is a rewriting of q.

Definition 1 (Maximally contained rewriting).
Let R be a set of rewritings of q using views V and
let R′ ⊆ R. R′ is a maximally contained set of rewrit-
ings with respect to R, if for every r ∈ R there is an
r′ ∈ R′ such that r vV r′. ¤

We provide examples of rewritings in Sections 3.2
and 3.3, after we summarize the necessary results from
[5] that characterize the form of maximally contained
rewritings for count queries.

We will consider (among aggregate views) only count
views for rewriting count queries. As observed in [5],
count queries are sensitive to multiplicities, and there
is no other “usual” aggregation function that is simi-
larly sensitive to multiplicities. SUM for example disre-
gards zero-valued attributes, and hence does not con-
serve multiplicities.

3.2 The class Unf (V ) and the unfolding
property [6, 5]

An important operation on queries defined over view
predicates is the view unfolding operation. Let V =
{vi(si, count) ← ϕi(zi, xi)}i be a set of conjunctive
count views. Let query r

r(s, α(y)) ←
l∧

i=1

vi(τisi, wi) ,

where α is an aggregation function, be an aggregation
query over V . τi is an instantiation of a view (i.e., map-
ping of si to variables or constants),4 and vi’s are the

4 We will always use τ as a generic notation for auxiliary
variable mappings.

view predicates defined in V . Query r is required to be
safe:

s ⊆
⋃

i

τisi

Note that wi’s are not included in the union, as they
represent the count values, not actual variables. A view
can appear in the body of r any number of times. The
unfolding of r, denoted ru, is derived by

– replacing each view atom vi(τisi, wi) in the body of r
with ϕi(θ′izi, τixi), where θ′i is injective mapping from
zi to unused variables.5

– replacing the aggregation function in the head of r
with count.

In order to be able to compare rewritings (defined
over view predicates) and queries (defined over EDB
predicates), it is useful for rewritings r to have the un-
folding property [6, 5]:

(
ru

)D ≡V rDV

Note that the equivalence does not hold automatically,
as r and ru have different aggregate terms in the head.
Following [6, 5], we will only consider rewritings that
have this property. For CCQs over a set of conjunc-
tive count views to have unfoldings that are also count
queries and have the unfolding property, the queries
have to belong to the class Unf (V ) which is defined
as follows.

Unf (V ) is the class of queries over view predicates in
V of the form:

r
(
s, sum

( l∏

i=1

wi

)) ←
l∧

i=1

vi(τisi, wi)

The unfolding of p has the form:

ru
(
s, count

) ←
l∧

i=1

ϕi(θ′izi, τixi)

Example 2. Consider view predicates v1, v2 ∈ V ,

v1(y, u, s, count) ← c(y, u), d(y, s)
v2(x, y, t, count) ← a(x, z), b(z, y), e(t)

The following query is a member of Unf(V )

p1(x, y, s, sum(w1 × w2)) ←
v1(y, u, s, w1), v2(x, y, x, w2)

with unfolding

pu
1 (x, y, s, count) ← c(y, u), d(y, s), a(x, z), b(z, y), e(x)

¤
In Section 3.4 we will extend Unf (V ) and the above

result to allow rewritings of a CCQ that use conjunctive
count and unaggregated views.
5 In the rest of the paper, θ′i will always be an injective

mapping from bound variables to unused variables.



3.3 The class PUnf (V ) and query rewriting
[5]

The class Unf (V ) is not expressive enough for query
rewritings: the maximally contained set of rewritings
in Unf (V ) for a query may be of infinite size. A par-
ticular expansion of this class allows us to always find
maximally-contained sets of rewritings of finite size. We
say that query

r(s′, w) ← p(s, w)

is a k-projection of query p(s, w) ∈ Unf(V ) if:

– s′ contains exactly the first k terms (i.e., variables
and constants) in s,

– every variable in s and not in s′ appears only in free
atoms in pu.

p is called the projectee of r.

Example 3. A 2-projection of query p1 from example 2
is r1(x, y, w) ← p1(x, y, s, w) . ¤

When evaluating r on a database, the projection is
taken as set projection, i.e., duplicate tuples are re-
moved.

PUnf (V ) is the class of all k-projections of the queries
in Unf (V ), and as such of course PUnf (V ) ⊇ Unf(V ).

For a CCQ q and a set of conjunctive views V , it
is always possible to find a maximally-contained set of
rewritings in PUnf (V ) of finite size. To formally express
this property, we present the definition of k-containment
mapping and two key propositions from [5].

Definition 2. Let q(s, count), q′(s′, count) (|s| ≥ k,
|s′| ≥ k) be conjunctive count queries. Mapping

θ : var(q′) → terms(q)

is a k-containment mapping, if:

1) θ maps the first k terms (i.e., variables and constants)
in s′ to the first k terms in s,

2) θ is injective (one-one) on bound variables of q′,
3) θ(ϕ′b) is equal to ϕb, i.e., θ maps the set of bound

atoms of q′ onto the set of bound atoms of q,
4) images of all the free atoms of q′ appear in q. ¤

The following two propositions provide a syntactic char-
acterization of the problem of CCQ rewriting using
views.

Proposition 1. [Contained rewritings] Let q(s, count)
be a conjunctive count query, V be a set of views, and
r(t, w) ∈ PUnf(V ); suppose p is the projectee of r and
|s| = |t| = k. Then r vV q if and only if there is a
k-containment mapping θ : var(q) → terms(pu). ¤

Proposition 2. [Finite sets of rewritings] Let q be a
CCQ with n atoms, let r ∈ PUnf(V ) be a rewriting of
q. There is a rewriting r′ of q such that r vV r′ and the
projectee of r′

– contains at most n views, and
– does not contain any constant not appearing in either

V or q. ¤

Example 4. Consider a query

q(x, y, count) ← a(x, z), c(y, u), b(z, y), e(x) .

The query r1(x, y, w) ← p1(x, y, s, w) from Example 3
is a rewriting of q, as there exists a 2-containment map-
ping from q to the unfolding of p1,

pu
1 (x, y, s, count) ← c(y, u), d(y, s), a(x, z), b(z, y), e(x) .

The 2-conatinment mapping is obvious, note that all
the requirements of Definition 2 are satisfied:

– first two terms in the head of q are mapped to the
first two terms of pu

1

– there is one-one correspondence between the bound
variables of q and pu

1 (variables z and u)
– bound atoms of q are mapped onto those of pu

1

– images of free atoms of q (e(x)) appear in the body
of pu

1 . ¤

The above propositions imply a naive rewriting al-
gorithm for discovering a maximally contained set of
rewritings (if one exists), which is described in Sec-
tion 3.5. In the next section we extend the class
PUnf (V ) to allow rewritings that include conjunctive
count views and unaggregated views.

3.4 Extending Unf (V ) and PUnf (V ) to
unaggregated views

So far, rewritings have been restricted to only contain
conjunctive count views. We can extend rewritings to
include unaggregated views in a way that preserves the
above important propositions.

In particular, we can change the definition of Unf (V )
above to include queries of the form

r′(s, sum(
∏

j∈J

wj)) ←
∧

j∈J

vj(sj , wj) ∧
∧

i∈I

vi(si)

where the vi’s are heads of unaggregated conjunctive
views evaluated as bags.6 Then r′ is equivalent over V
to

r′u(s, count) ←
∧

j∈J

ϕj ∧
∧

i∈I

ϕi

where the ϕi’s and ϕj ’s are bodies of the views vi and
vj , respectively.

6 EDB relations, as mentioned earlier, are sets.



Intuitively, the reason is that a query q(x, count) ←∧
i∈I ϕi carries exactly the same information as q(x) ←∧
i∈I ϕi evaluated with bag semantics.
More formally, the following theorem holds, which ef-

fectively extends the definitions of Unf (V ),PUnf (V )
and Propositions 1 and 2 to unaggregated views.

Theorem 1. Consider rewritings

r1

(
s, sum

(∏

j∈J

(wj)
)) ← v′1(s

′) ∧ Φ

and

r2

(
s, sum

(
w′

∏

j∈J

(wj)
)) ← v′2(s

′, w′) ∧ Φ

where Φ =
∧

j∈J vj(sj , wj)∧
∧

i∈I vi(si); and v′1 and the
vi’s are conjunctive queries evaluated under bag seman-
tics; v′2 and the vj’s are CCQs. Further, v′1 and v′2 have
the same bodies. Let D be a database and d ∈ N. Then
(d, d) ∈ rDV

1 ⇔ (d, d) ∈ rDV
2 . ¤

This result is also implied by [1].

3.5 Naive Rewriting Algorithm

We now present and discuss a naive sound and com-
plete algorithm for computing a maximally contained
set of rewritings for a CCQ. We assume that the set V
of views only contains conjunctive count views. Given
Theorem 1, V can be readily extended to include un-
aggregated views. Assume also that we have a conjunc-
tive count query q and a set V of conjunctive count
views. The following algorithm finds, with respect to
PUnf (V ), a maximally contained set of rewritings of q
using V , if one exists.

The Naive Rewriting Algorithm:
Input: q – a CCQ with n atoms and k free variables, V
– a set of conjunctive count views
Output: A maximally contained set of rewritings of q
using V
Method:
For j = 1, . . . , n, for all the j-element subsets of V :

Create all the candidate rewritings

p
(
s, sum

( j∏

i=1

wi

)) ←
j∧

i=1

vi(τisi, wi)

such that s ⊆ ⋃
i τisi, |s| ≥ k, and every variable in

s outside the first k terms appears only in free atoms
of pu.

If there is a k-containment mapping form q to pu,
then return p and its k-projection r.

Terminate. ¤

It is easy to see that the algorithm is exponen-
tial. In particular, it has three independent sources of
intractability. First, the number of iterations of the
“for” loop is O(2n). Within each iteration, we generate
a number of queries that is exponential in the number
of free variables l in the selected views, i.e., it is O(2l).
Finally, for each generated query we check for existence
of a k-containment mapping, which is at least NP-hard.

We conclude this section with an example illustrat-
ing how the naive algorithm generates a wide variety of
candidate p’s that are not rewritings.

Example 5. Suppose the view set V from Example 4
conatins in addition the following views

v3(x, count) ← a(x, z), e(x)
v4(y, u, count) ← c(y, u), f(y, u)
v5(y, z, count) ← b(z, y)

v6(x, y, z, count) ← a(x, z), b(z, y), c(y, u), e(x), g(x, y)

Given the query q (also from Example 4) and the view
set V , the naive algorithm generates and rejects many
candidate queries that are not rewritings. We present
some such candidate queries for later reference.

1. Queries that do not “cover” all the predicates occur-
ring in q:

p3(u, s, sum(w2
1)) ← v1(y, u, s, w1), v1(y, u, s, w1)

2. Queries whose unfoldings contain the predicates of q,
but do not enforce some of the joins of q:

p4(x, y, s, sum(w3 × w5 × w1)) ←
v3(x,w3), v5(y, z, w5), v1(y, u, s, w1)

which has the unfolding:

pu
4 (x, y, s, count) ← a(x, z′), e(x), b(z, y), c(y, u), d(y, s)

pu
4 contains all the predicates of q, however does not

enforce the join of a and b (z′ 6= z).
3. Queries whose bodies enforce the joins of q, but can-

not be possibly contained in q. Consider the queries

p5(x, y, sum(w4 × w2)) ←
v4(y, u, w4), v2(x, y, x, w2)

p6(x, y, u, sum(w4 × w2) ←
v4(y, u, w4), v2(x, y, x, w2)

The unfolded body of these two queries is

c(y, u), f(y, u), a(x, z), b(z, y), e(x)

The problem is that variable u appears simultaneously
in c(y, u) and f(y, u). Atom f(y, u) is bound in pu

5 , yet
there is no bound atom of q that could be mapped to



f(y, u). Atom c(y, u) is free in pu
6 , whereas c(y′, u′) is

bound in q. Both these cases rule out the existence of a
k-containment mapping, as a k-containment mapping
has to map bound atoms of q onto bound atoms of
pu.

4. Queries with the “wrong” k-projection in the head.
Consider queries

p7(x, y, u, s, sum(w1 × w2)) ←
v1(y, u, s, w1), v2(x, y, x, w2)

p8(x, y, sum(w1 × w2)) ←
v1(y, u, s, w1), v2(x, y, x, w2)

p7 and p8 have the same body as p1 but different
head. In pu

7 , c(y, u) is free; in pu
8 , d(y, s) is bound.

In both cases, existence of a k-contained mapping
is ruled out, as a containment mapping has to map
bound atoms of q onto bound atoms of pu. ¤

4 The MiniCount Algorithm for CCQs

We present MiniCount, an efficient algorithm for
computing maximal contained rewritings of aggregate
queries using aggregate and unaggregated views. Mini-
Count is inspired by ideas in the MiniCon algorithm [16]
for rewriting conjunctive queries using views, especially
the idea of extended buckets (MCDs). These ideas have
been substantially extended to accommodate the more
restrictive nature of containment mappings for CCQs.

We introduce some notation: given a query q,
atomb(q) is the set of bound atoms of q, atomf (q) set
of free atoms of q, and atom(q) = atomb(q)∪atomf (q).
In the same vein, varb(q) is the set of bound variables
in q, varf (q) set of free variables in q and var(q) =
varb(q) ∪ varf (q). We extend this notation to atoms,
i.e., for variables in atom g, we write var(g), varb(g)
and varf (g). If τ is a mapping and τ(x) = y, we call
y the “τ -image of x”. If τ1 and τ2 are mappings, we
sometimes write τ1 · τ2(x) instead of τ2(τ1(x)). We ex-
tend variable mappings to sets and tuples of variables
and to atoms in the obvious way: for a tuple of variables
x = 〈x1, . . . , xm〉, τ(x) means 〈τ(x1), . . . , τ(xm)〉; for an
atom g(x), τ(g) means g(τ(x)). If g and g′ are atoms
and τ(g) = g′, we say that g′ τ -covers g.

Definition 3. An MCD (MiniCount Descriptor) for a
query q and a view vi is given by:

– hi : var(vi) → var(vi), a head homomorphism on vi

(i.e., hi is identity on varb(vi)),
– θi : var(q) → terms(vi), a partial mapping,
– Y i – the hi-image of varf (vi),
– Gf

i , subset of free atoms of q which are θi-covered by
some atom in hi(vi)

– Gb
i , subset of bound atoms of q which are θi-covered

by some atom in hi(vi),

– Bi = {x ∈ varb(Gb
i ) : θi(x) ∈ varf (hi(vi))}, a set of

“blocked variables”,
– Ei, a set of “exportable variables” created as follows:

for each free atom g of hi(vi) that does not θi-cover
any atom from g′ ∈ Gb

i ∪ Gf
i , we add to Ei g’s

variables, except those that are the θi-image of some
x ∈ varf (q). ¤

For rewritings, we will only consider MCDs satisfying
the following property.

Property 1 (of an MCD).

a) for each free variable x of q in Domain(θi), θi(x) is a
free variable of hi(vi) (i.e., θi(x) ∈ Y i),

b) if θi(x) is bound in hi(vi), then for all g ∈ atom(q)
that include x:
• all variables in g are in the domain of θi,
• θi(g) appears in hi(vi).

c) θi is injective on varb(q),
d) θi(Bi) ∩ Ei = ∅.
The MiniCount algorithm consists of two steps: For-
mMCDs and CombineMCDs.

Procedure FormMCDs:
Input: q – CCQ, V – set of conjunctive count views
Output: C – set of MCDs
Method:
C ← ∅
For all g ∈ atom(q):

For all views vi ∈ V , for all atoms gvi ∈ atom(vi):

– Let h be the least restrictive partial head homo-
morphism on vi such that there is τ ∈ {var(g) →
terms(vi)} such that τ(g) = h(gvi)

– Add to C any new MCD Ci that can be constructed
such that:
• θi and hi are extensions of τ and h,
• Gf

i , Gb
i are minimal subsets of atom(q) such that

〈hi, θi, G
f
i , Gb

i , Bi, Ei〉 satisfies Property 1
• it is not possible to extend τ and h to form an MCD

that covers fewer atoms than Gf
i ∪Gb

i .

Return C and terminate. ¤

Example 6. For the query and views of Example 4, pro-
cedure FormMCDs will consider the following MCDs for
q (we omit MCDs that are identical with some other
MCD; when some component of an MCD is the empty
set, it is also omitted. I denotes the identity mapping):
MCD1 for a(x′, z′) ∈ atom(q) and v2:

h1 = {x 7→ x, y 7→ y, t 7→ x}, θ1 = {x′ 7→ x, y′ 7→
y, z′ 7→ z}; Y 1 = 〈x, y, x〉;

Gf
1 = {e}; Gb

1 = {a, b}.
MCD2 for a(x′, z′) and v3:

h2 = I; θ2 = {x′ 7→ x, z′ 7→ z}; Gf
2 = {e}; Gb

2 = {a}.
Here, the algorithm recognizes that MCD2 violates



Property 1b since (b 6∈ Gb
2), and prunes it. This means

that our algorithm will not generate candidate rewrit-
ings such as p4 (of the Example 5).
MCD3 for a(x′, z′) and v6:

h3 = I; θ3 = {x′ 7→ x, z′ 7→ z, y′ 7→ y, u′ 7→ u};
Y 3 = 〈x, y, z〉;

Gf
3 = {e}, Gb

3 = {a, b, c}; B3 = {z}.
MCD4 for c(y′, u′) and v4:

h4 = I; θ4 = {y′ 7→ y, u′ 7→ u}; E4 = B4 = {u}.
The procedure recognizes that MCD4 violates Property
1d and prunes it. This ensures that rewriting candidates
such as p5 and p6 will not be generated.
MCD5 for c(y′, u′) and v1:

h5 = I; θ5 = {y′ 7→ y, u′ 7→ u}; Y 5 = 〈y, u, s〉;
Gb

5 = {c};
E5 = {s}; B5 = {u}

MCD6 for b(z′, y′) and v5:
h6 = I; θ6 = {y′ 7→ y, z′ 7→ z}; Y 6 = 〈y, z〉; Gb

6 = {b};
B6 = {z} ¤

An unary operation ECi is associated to each MCD.
ECi is defined on Domain(θi) as follows: we partition
Domain(θi) to equivalence classes E1, . . . , Et such that
Ej contains all the x ∈ Domain(θi) that are mapped
by θi to the same yj ∈ terms(vi). For each Ej , we pick
x′ ∈ Ej and set ECi(x) = x′ for all x ∈ Ej . The x′ is
picked arbitrarily, except that a free variable is chosen
whenever possible.

As we will see below, it is sufficient to restrict the
search for rewritings only to sets of MCDs that satisfy
the following property:

Property 2 (of a set {C1, . . . , Cl} of MCDs).

a)
⋃

i(G
f
i ∪Gb

i ) = atom(q)

b) for any i 6= j, Gb
i ∩Gb

j = ∅

c)

l⋃

i=1

{θi(b) : b ∈ Gb
i} ⊇

l⋃

i=1

{
g : g ∈ atomb

(
hi(vi)

)}

Among the v1, . . . , vl, any view can occur any number
of times.

The intuition behind propety 2c) is that for each
bound atom of hi(vi) there needs to be a bound atom
of q mapped to it. Recall that k-containment mappings
map bound atoms of q onto the bound atoms of the
views (cf. point 3 of Definition 2).

Given a set {C1, . . . , Cl} of MCDs, we define map-
pings EC and Ψ1, . . . , Ψl. The mapping EC is defined
as follows:

– EC is identity outside var(q),
– if x ∈ var(q) belongs only to the domain of one θi,

then EC(x) = ECi(x),

– if, for i 6= j, x ∈ var(q) belongs to both domain of θi

and of θj , and ECi(x) 6= ECj(x), then we define EC
to be either ECi or ECj arbitrarily, but consistently
across all x′ such that ECi(x′) = ECi(x).

For each y ∈ Y i, we define Ψi as follows:

– If there is an x ∈ var(q) such that y = θi(x), we set
Ψi(y) = x,

– if there is more than one variable x ∈ var(q) such that
y = θi(x), we choose one of these variables arbitrarily
to be the value of Ψi(y),

– otherwise Ψi maps y to an unused variable.

The actual rewritings are constructed by procedure
CombineMCDs.

Procedure CombineMCDs
Input: set C of MCDs created by FormMCDs
Output: Maximally contained set of rewritings of q
using V
Method:
For all subsets {C1, . . . , Cl} ⊆ C that satisfy Property
2:

1) Create the query:

p
(
EC(x), y, sum

( l∏

i=1

wi

)) ←
l∧

i=1

vi

(
EC

(
Ψi(Y i)

)
, wi

)
,

where x are the free variables of q, y is a possibly
empty tuple of variables selected from the body of p
and the following Condition is satisfied:

i) for i = 1, . . . , l, the variables from Bi are not ex-
ported to the head of p,

ii) for i = 1, . . . , l, the Ψi ·EC-images of tuples from Ei

are exported to the head of p.
iii) y and EC(x) are disjoint.

2) Return p and the projection

r(EC(x), w) ← p
(
EC(x), y, w

)
.

Terminate.

Example 7. Continuing with our running example, we
notice that sets of MCDs that satisfy Property 2 are
{MCD3} and {MCD1,MCD5}. Note that MCD6 is
not used. By satisfying Property 2, candidates such as
p3 won’t be generated.

Consider {MCD1,MCD5}. It gives rise to the
rewriting p1 as follows: FormMCDs creates body

v1(y, u, s, w1), v2(x, y, x, w2)

and decides which variables to export: x and y are ex-
ported since they are free variables of q, s is exported
since s ∈ E5, u is not exported since u ∈ B5. Because



of this process, rewriting candidates such as p7 and p6

are pruned.
{MCD3} gives rise to rewriting p2,

p2(x, y, sum(w6)) ← v6(x, y, z, w6)
r2(x, y, w) ← p2(x, y, w) .

Note that z is not exported to the head since z ∈ B3.
All other MCD combinations do not satisfy Property 2.
¤

The MiniCount algorithm is sound and complete.

Theorem 2 (Correctness of MiniCount). The r’s
created in the second step of procedure CombineMCDs
form, with respect to PUnf (V ), a maximally contained
set of rewritings of q using V . ¤

The proof of this theorem relies on the following two
lemmas.

Lemma 1. [Soundness] Each {C1, . . . , Cl} ⊆ C that
satisfies Property 2 gives rise to exactly one p. All the
p’s created in the first step of CombineMCDs are safe
and have the following property:

1) there is a k-containment mapping from q to pu,
2) The variables in y appear only in free atoms of pu,

i.e., the r created in Step 2 is a k-projection of p. ¤

Lemma 2. [Completeness] For each p′ ∈ Unf(V ) such
that

1) there is a k-containment mapping from q to p′u,
2) every free variable of p′u outside the first k variables

in the head of p′u occurs only in free atoms of p′u,

there is a p generated by the first step of CombineMCDs,
such that p′u vV pu. ¤

Extending MiniCount to conjunctive-sum queries: For
a conjunctive-sum query (CSQ) of the form

q(x, sum(y)) ← ϕ(z, x, y)

we define the following associated count query:

qcount(x, y, count) ← ϕ(z, x, y)

Given the result in [5] that two CSQs are con-
tained/equivalent if and only if their associated count
queries are contained/equivalent, MiniCount can be
easily extended to generate maximally contained rewrit-
ings for CSQs.

5 Experimental evaluation

In order to compare MiniCount and the naive algorithm
we performed a number of experiments. All experiments
were performed on a P4 2.4 GHz CPU with 512 MB
RAM. The source code of the implementation of the
naive and MiniCount algorithms is available by con-
tacting the authors. In table 1, we present the results
of 1000 executions on random queries and views gener-
ated via our synthetic query generator. The generator
chooses six subgoals that each contain one or two vari-
ables chosen from a set of ten different variables. One
to six of the chosen subgoals are chosen to form the
body of the query (i.e., no repeating subgoals), whose
head is randomly created using the available variables.
4-6 views are generated in the same way. Both algo-
rithms are then executed on the same query/view set
combination.

Naive Algorithm

Examples Rewritings Checked Execution Time(sec)

1000 34673085 56659,1912

MiniCount Algorithm

Examples MCDs Combinations Checked Execution Time(sec)

1000 1808 7160 23,2904
Table 1. Random queries and views

Naive Algorithm

Examples Rewritings Checked Execution Time(sec)

Example 1 17971 2.0565
Example 2 139 0.0145
Example 3 11 0.0008
Example 4 86 0.0080
Example 5 5 0.0010
Example 6 258 0.0425
Example 7 294 0.0479
Example 8 322 0.0709

Total 19086 2.2421

MiniCount Algorithm

Examples MCDs Combinations Checked Execution Time(sec)

Example 1 4 15 0.0277
Example 2 4 15 0.0012
Example 3 2 3 0.0003
Example 4 3 7 0.0007
Example 5 2 3 0.0006
Example 6 4 15 0.0020
Example 7 2 3 0.0011
Example 8 2 3 0.0005

Total 23 64 0.0341
Table 2. Example queries and views from the literature
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Fig. 1. Variable view set size

Additionally, in table 2 we compare MiniCount and
the naive algorithm on a number of example queries and
view sets used in [5], [18] and this paper. The queries
and view sets used are shown in Appendix A.

In comparison to the naive algorithm (Section 3.5),
in MiniCount

– only those subsets of view subgoals that are guaran-
teed to produce a rewriting are combined by Com-
bineMCDs,

– to each of the generated subsets corresponds exactly
one rewriting, and

– no expensive containment check is needed.

The effect, as shown in tables 1 and 2, is that MiniCount
is orders of magnitude faster than the naive algorithm.

For the following experiments, we used a query gener-
ator that enables us to control the following parameters:
(1) the number of subgoals in the queries and views; (2)
the number of variables per subgoal; (3) the percentage
of free variables; and (4) the number of repeated pred-
icates in the queries and views, for different query and
view shapes. For each case, the results are averaged over
multiple runs with the same parameters.

Figure 1 shows the results of experiments using
queries with different shapes (random queries and two
kinds of chain and star queries) for different sizes of view
sets. In particular, query and view lengths are fixed to 4
subgoals, and 30% of view variables are free. ChainEnd
chain queries have the two variables at the chain “ends”
as the only free variables, whereas in ChainAll queries
all variables are free. Similarly, in StarAll queries all
the variables not participating in the star join are free,

whereas StarSome and random queries have a fixed
number of free variables. Performance times increase
(in some cases significantly) with view set size. Notice
that procedure CombineMCDs is exponential in the size
of the view set.

Figure 2 shows the results of experiments for rewrit-
ing different query shapes with the same view set of
35 views, increasing the number of free variables in the
views (expressed as a percentage over the total number
of view variables.). In the worst case procedure For-
mMCDs is exponential in the number of free variables
in the views, so the upward slope of the curves is to be
expected.

In the above figures, only MiniCount is shown, as the
naive algorithm took prohibitively long to finish (con-
sistently over 6 hours for view sets of size 10 and over).

These experiments show that MiniCount is substan-
tially more efficient and scalable than the naive algo-
rithm for a wide range of query/view set scenarios, and
confirmed the effect of view set size and free variable
number on performance, showing MiniCount scales well
to large view sets (even though more experiments are
needed with larger view sets).

Future work will focus on generalizing our results
to other expandable aggregation functions, extending
MiniCon to aggregate queries and views with arithmetic
predicates and with the HAVING clause, and on more
experimentation.
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A Minicount performance: examples
from the literature

The following 8 cases of queries and view sets from the
literature are Examples 1-8 used in Table 2 for the com-
parison between MiniCount and the naive algorithm.

Example1 :
q(x, y, count) ← a(x, z), c(y, u), b(z, y), e(x)

v1(y, u, s, count) ← c(y, u), d(y, s)
v2(x, y, t, count) ← a(x, z), b(z, y), e(t)

v3(x, count) ← a(x, z), e(x)
v4(y, u, count) ← c(y, u), f(y, u)
v5(y, z, count) ← b(z, y)

v6(x, y, z, count) ← a(x, z), b(z, y), c(y, u), e(x), g(x, y)

Example2 :

q(x, y, count) ← a(x, y, z1), b(x, z, y1), c(x, y11), d(x11, y)

v1(x, y, count) ← a(x, y, z1)

v2(x, z, count) ← b(x, z, y1)

v3(x) ← c(x, y11)

v4(y) ← d(x11, y)

Example3 :
q(x, count) ← a(x, z), c(x, u)

v1(x, y, count) ← a(x, z), b(x, y)
v2(x, count) ← c(x, u)

Example4 :
q(p, g) ← study(s, c, g), teach(p, c)

v1(p, c, count) ← teach(p, c), full time(p)
v2(s, c, g, count) ← study(s, c, g)

v3(p, g, count) ← teach(p, c), visitor(p), study(s, c, g)

Example5 :
q(x, count) ← p(x, y), r(x, z)

v1(x, count) ← p(x, y)
v2(x, count) ← r(x, z)

Example6 :
q(a, b, count) ← p(a, b), s(b, c, d), t(c, g), u(a, h)
v1(b, count) ← s(b, c, d), t(c, g)

v2(a, b, count) ← p(a, b), u(a, h)
v3(b, c, count) ← s(b, c, d)

v4(c, count) ← t(c, g)

Example7 :
q(b, c, count) ← p(a, b), s(b, c, d), u(a, h)
v1(b, count) ← s(b, c, d), t(c, g)

v2(a, b, count) ← p(a, b), u(a, h)
v3(b, c, count) ← s(b, c, d)

v4(c, count) ← t(c, g)

Example8 :
q(c, count) ← s(b, c, d), t(c, g)

v1(b, count) ← s(b, c, d), t(c, g)
v2(a, b, count) ← p(a, b), u(a, h)
v3(b, c, count) ← s(b, c, d)

v4(c, count) ← t(c, g)


